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Abstract—This paper explores the integration of the Artificial Intelligence/Operations Research ap-
proach known as target analysis with tabu search to create a more effective system for machine
scheduling. Target analysis is designed to give heuristic and optimization procedures the abilit 'y to
learn what rules are best for solving particular classes of problems. The authors focus on the development
of rules that depend on memory functions to incorporate diversifying elements in a tabu search method
which is tailored to find optimal or near optimal solutions for a class of single machine scheduling

problems with delay penalties and setup costs.

1. INTRODUCTION

TARGET ANALYSIS (TA) is a procedure for creating
improved problem-solving methods (Glover, 1986;
Glover & Greenberg, 1989a, 1989b). A previous ap-
plication of target analysis, for the scheduling of future
energy production and refueling in a nuclear power
plant operation (Glover, Klingman, & Phillips, 1990),
disclosed the advantage of incorporating an artificial
intelligence (AI) component into a standard optimi-
zation technique. The purpose of our study is to show
how the target analysis methodology can be embedded
within the heuristic solution framework provided by
tabu search (TS) as a means of creating more effective
forms of diversification within the solution method.
The particular tabu search procedure used for our ex-
periment is one that was developed for the approximate
solution of a class of single machine scheduling prob-
lems (Laguna, Barnes, & Glover, 1991b). Our study is
characterized by the use of the TA methodology as a
tool for implementing diversification, which is the
component of tabu search that relates to long-term
memory functions.

Although our approach involves the use of condi-
tional rules to guide the search, it does not embody an
expert system in a classical sense, However, from a
broader perspective that conceives any system to be
“expert” whose design is based on Al learning pro-
cesses, and that adaptively exploits memory and mod-
ified goal-setting to achieve outcomes superior to those
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derived either by human intuition or mathematical
analysis, we view this approach as a contribution to
expert systems for scheduling.

We conceive an expert system, first of all, to be de-
signed to give prescriptions that compete in quality
with those a human expert might provide—and, if for-
tunate, that may be better than those of a human ex-
pert. Such a system should involve more than just a
computationally intensive process to achieve this, but
should require coordination of choices among alter-
natives. In the classical view, expert systems rely heavily
on logical branching and “if-then” relationships to
formulate problem environments and to reach deci-
sions about effective responses. Although a mathe-
matical optimization system, such as the simplex
method or an interior point algorithm, may incorporate
many branches within them; these, for the most part,
have little to do with choice and more to do with simply
meeting conditions of a particular calculation or with
executing subroutines in preestablished sequences.

In the domain of heuristics for combinatorial op-
timization, however, conditions change. The problems
themselves first of all implicitly embody multiple
branching options, coded by the use of discrete valued
variables, of the form that require sequential decision
making and comparison of alternatives. The “if-then”
relations of an intelligent search process (if the adjective
“intelligent” is deserved) must incorporate information
appropriately not only from current evaluation criteria
but also from history of what has been encountered
before. If possible, and this is the focus of our present
investigation, it should also incorporate some form of
learning—something many traditional expert systems
do not do. Thus, the processes we describe do not “look
like” an expert system in the sense of using a form of
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inferential language structure like Prolog or Lisp. (For
that matter, we are not entirely content that the mech-
anisms embodied in these languages for making infer-
ences are necessarily effective, particularly for the type
of decision making involved in searching among com-
plex alternatives.) Nevertheless, they meet the challenge
of yielding decisions to rival (and surpass) those that
can be formulated by intelligent humans. Starting from
a fundamental data base of conditions for defining a
problem and a framework for interpreting these con-
ditions, these processes generate an expanded knowl-
edge base by means of certain short-term and long-
term memories. Further, this dynamic knowledge base
is used to “reason” (i.e., to make informed choices)
about appropriate steps according to conditions en-
countered.

The problem that served as a basis for developing
and testing our approach may be described as follows.
A collection of N jobs, each arriving at time 0 (zero),
is to be scheduled on a continuously available machine
with the goal of minimizing the sum of the setup costs
and linear delay penalties. Each jobi (i =1, 2, ... ,
N) requires ¢; units of time on the machine, and a pen-
alty p; is charged for each unit of time that job com-
mencement is delayed after time zero; s; is the setup
cost of scheduling job j immediately after job i. Two
dummy jobs, 0 and N + 1, are included in every sched-
ule, where 75 = tyy; = 0 and py = py+; = 0. The costs
So, and s;n+; are considered to be an initial setup charge
and a cleanup cost, respectively. A schedule has the
form:

II = {0, «(1), ®(2), ..., =(N), N + 1},
where (i) is the index of the job in position i of the
schedule. Since no precedence constraints are enforced
and no preemption is allowed, any permutation of the
N jobs becomes a feasible schedule. The objective is to
minimize the sum of the delay and setup costs for all
jobs. In mathematical terms, we desire to

Minimize F(IT) = D(IT) + S(II),

N
D(L) = 3 duiPris)

i=]

where

N—-1
ST = Soxy + 2 Swirnti+1) T SxN+15
i=1
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and d,(,') = E f,,u},
j=1

i=2,...,N

and d,r(] y = 0. (P)

Although P does not contain all the features found
in more complex scheduling applications, the principles
underlying the method presented here do not in any
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way depend on limiting assumptions of the present
formulation, and our ideas can be extended readily to
handle systems with additional complicating elements
or even fundamentally different structures. In Laguna,
Barnes, & Glover (1991b), three tabu search methods
for the approximate solution of P were discussed and
compared. The computational experiments undertaken
in that study allowed the identification of the best of
the candidate TS procedures for the approximate so-
lution of P in terms of its ability to consistently find
high-quality solutions. This procedure makes use only
of the short-term memory component of tabu search.
An overview of this solution method is given in Section
2. In Section 3, we describe how the target analysis
methodology can be applied to incorporate long-term
memory properties within the selected procedure, and
we also report results of computational experiments
designed to compare the methods with and without
the diversifying strategies. Last, in Section 4, we draw
conclusions and discuss the relevance of our findings.

2. TABU SEARCH

Tabu search is a metastrategy for solving combinatorial
optimization problems (see, e.g., de Werra & Hertz,
1989; Glover, 1986; Glover, 1989; Glover, 1990; Hertz
& de Werra, 1990). Broadly speaking, this technique
is designed to be superimposed on any procedure whose
operation can be characterized as performing a se-
quence of moves that lead the procedure from one trial
solution (or solution state) to another. Each move is
selected from a set of currently available alternatives
and is susceptible to being evaluated by one or more
functions that measure its relative attractiveness in
some local sense. When the solution produced by the
move is feasible, the objective function value provides
one such measure. The well known Aill climbing heu-
ristics fall within this class of procedures that can be
embedded readily within tabu search. In general, a hill-
climbing heuristic progresses from an initial feasible
solution along a path that changes the objective func-
tion value in a uniformly descending or ascending di-
rection (for minimization or maximization, respec-
tively) until no further improvement of the objective
function is possible by means of the available moves.
At the stopping point, the solution obtained is a local
optimum, which, for combinatorial problems, very
rarely is also global. In this context, tabu search pro-
vides a guiding framework for exploring the solution
space beyond points of local optimality.

The most basic form of tabu search consists of in-
troducing tabu restrictions that classify certain moves
as forbidden, together with aspiration criteria capable
of overriding (when appropriate) the tabu status of
some moves and releasing them from their tabu re-
strictions. These activities have a time-dependent di-
mension that can be implemented by means of a short-
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term memory function. More elaborate TS procedures
include intermediate and long-term memory functions
to carry out additional strategic operations described
in Glover (1989). The incorporation of one or more
of these components often improves the performance
of the TS methods, as shown in Fiechter (1990) and
Woodruff and Spearman (1992).

A previous study by Laguna, Barnes, & Glover
(1991b) suggested that there is an advantage in embed-
ding more than one class of moves in a TS method
designed for the solution of P, Two classes of moves
were shown to be very effective in combination, as
measured by their ability to uncover improved solu-
tions when guided by the tabu search framework. The
first class of moves consists of the common pairwise
exchange of two jobs, which we will call a swap move.
If no other restrictions are imposed, such a move can
examine N* (N — 1)/2 neighbor solutions. The second
class of moves consists of taking a job out of its current
position and inserting it somewhere else in the schedule,
which we call an insert move. This latter type of move
is able to examine N*(N — 3) + 2 additional neighbors.
The number of available moves of each kind can be
decreased by imposing a restriction on the distance
that a job is allowed to move from its current position,
from one trial solution (or schedule) to the next. [Here,
distance is measured in the “number of positions” the
job is shifted, and for this method was set to be
int(N/2).]

We first describe the elements of our method used
as the foundation for the study and later indicate the
special innovations that were created as a result of ap-
plying target analysis with the purpose of adding di-
versification. The tabu classification of our method in
this fundamental form is compatible with both kinds
of moves (swap and insert) and avoids move reversals.
In order to enforce the tabu restriction imposed on a
move once it is executed, certain information char-
acterizing the move, expressed in the form of one or
more move attributes, needs to be recorded. In our
implementation the tabu restriction is such that after
amove is executed a job is prevented from being moved
again until the expiration of its tenure, as defined by
the short-term memory function. A move consists of
either transferring job (i) to a position between jobs
w(j — 1) and =(j) [denoted by I(x(i), j)] or swapping
the jobs in positions i and j [denoted by S(x (i), =(})),
where i < j]. In either case, job (i) is the attribute of
the move we have chosen to classify tabu, and the as-
sociated tabu restriction is enforced by recording this
job in short-term memory to prevent it from being
moved for its specified tenure (measured in number of
iterations). The choice of attributes and restrictions for
defining tabu status for the class of problems studied
was motivated by the investigation of Laguna, Barnes,
& Glover (1991a).
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A data structure is required to ensure that the tabu
restriction is being handled properly (i.e., the correct
moves are being classified as tabu and only during the
period governed by the short-term memory). For this
fundamental (starting) version of our method it is suf-
ficient to make use of two arrays, tabu__list and
tabu__state. The first is a circular list that contains the
index of the tabu jobs, where the length of the list de-
termines the dimension of short-term memory (tabu_
size, which for our experiments has been set to a value
of 7). The second is a counter of the number of times
that each job appears in the list, allowing a quick check
on the tabu status of any move. The initialization and
updating of these arrays are performed as described in
Laguna, Barnes, & Glover (1991a).

The last element in our procedure is the aspiration
level criterion. The purpose of this component is to
allow “good” tabu moves to be selected if the aspiration
level is attained. In the starting version of our method
we employed a standard aspiration criterion that allows
the tabu status of a move to be overridden if a better
solution than the best found so far can be obtained. A
useful property of such an aspiration level is its ability
to add flexibility to the search while avoiding cycling
(at least in the short term).

Drawing on the foregoing definitions, an outline of
the TS method used to initiate our study is provided
by Figure 1. The method starts by generating an initial
feasible solution using the one-pass Heuristic 2 devel-
oped in Barnes & Vanston (1981). After a starting so-
Iution has been generated and the short-term memory
has been initialized, the actual search begins by select-
ing the best admissible move, which can be either a
swap move or an insert move. This choice is based on
defining the move evaluation (or move__value) to be
F(I1") — F(II'), where IT’ and I1" are the solutions before
and after the move. (These values are kept in memory
since only a subset of them change from iteration to
iteration.) Then a “best move” is defined as an ad-
missible move with the least move value.

Upon executing the move, the updating procedure
is in charge of modifying the move__value arrays and
memory function elements so as to reflect the change
in the current schedule. The method then checks for
a possible improvement and, if it occurs, updates the
best solution. The procedure is repeated until the ter-
mination criterion is met, that is, until the elapsed ex-
ecution time reaches the chosen time limit. A more
detailed description of the components of this proce-
dure is found in Laguna, Barnes, & Glover (1991a,
1991b). '

3. TARGET ANALYSIS

The general target analysis procedure has been de-
scribed by Glover & Greenberg (1989a, 1989b) with




290

M. Laguna and F. Glover

F(IT") & oo;
Generate starting solution [T;
Evaluate F(IT);

Initialize move_value arrays;

Initialize short term memory function;

do {

best_move_value ¢ oo;

for (all candidate swap and/or insert moves) {

if (move status # tabu or F([T) + move_value < F(IT")) {

if (move_value < best_move_value) {

best_move_value « move_value;

best_move < current move;

}

Execute best_move;

F(IT) « F(IT) + best_move_value;

Update move_value arrays;

Update short term memory function;

if (F(ID) < F(T%) {
Il 17
F(IT*) « F(I);
}

} while (elapsed time < time limit);

FIGURE 1. Basic tabu search method for P.

the goal of linking the artificial intelligence and oper-
ation research perspectives by means of hindsight
analysis and pattern recognition techniques, to give
heuristic or optimal solution procedures the ability to
learn what rules are best to solve a particular class of
problems. Many existing solution methods have
evolved by settling, a priori, on a somewhat limited
characterization of appropriate rules for evaluating de-
cisions. In the TS method previously described, for ex-
ample, the “best” move to make at each iteration is
specified to be the admissible move with the least move
value. However, this strategy does not guarantee that
the selected move will lead the search in the direction
of the optimal solution. In fact, we will show that the

merit of this decision rule diminishes as the number
of iterations increases during a solution attempt.

The tabu search philosophy is to select a best ad-
missible move (from a strategically controlled candi-
date list) at each iteration, interpreting “best” in a broad
sense that goes beyond the use of objective function
measures, and relies upon historical parameters to aid
in composing an appropriate evaluation. Target anal-
ysis provides a means to exploit this broader view to-
ward the issue of move evaluations. In particular, the
incorporation of a systematic process for diversifying
the search over the longer term provides a specific
theme for creating a dynamic evaluation function, and
that is the theme on which we focus here.
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Phase 1 (b)
Existing Solution Methods

High Quality Solutions
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Scoring Procedure

Re-solution of Sample

Phase 3

-
New Evaluation Functions

Effective Parameter Values

/

> Master Decision Rule

.

FIGURE 2. Overview of the TA methodology.

As a prelude to describing our application of target
analysis to the TS method outlined above, we describe
the TA methodology in general terms.

3.1. Target Analysis: An Overview

The main features of target analysis may be sketched
briefly by viewing the approach as a five-phase pro-
cedure (see Fig. 2).

Phase 1 of target analysis is devoted to applying ex-
isting methods to determine optimal or exceptionally
high-quality solutions to representative problems of a
given class. Although this phase is straightforward in
its execution, the effort involved in obtaining solutions
of the specified quality may go beyond what is consid-
ered reasonable during the normal operation of the
existing solution procedures.

Phase 2 uses the solutions produced by Phase 1 as
targets, which become the focus of a new set of solution
passes. During these passes, each problem is solved
again, with the following purposes:

e To evaluate the ability of the current decision rules
to identify “good” moves, and to determine regions
where these rules are operating effectively.

e To score available moves at each iteration and to
bias choices in order to select moves with high scores,
thereby leading to the target solutions more quickly
than the customary decision rule.

e To generate information that can be used to infer
the scores.

Phase 3 constructs parameterized functions of the
information recorded in Phase 2, with the goal of find-
ing values of the parameters to create a master decision
rule. This rule may be also formed by integrating func-
tions that complement the current rule in regions where
this one fails in selecting high scoring moves. In general,
the goal must be to improve the overall ability of the
method to make the “right” choices at each solution
step.

Phase 4 generates a mathematical or statistical
model (such as generalized goal programming or dis-
criminant analysis model) to determine effective pa-
rameter values for the master decision rule. When target
analysis is used as a tool for diversification within tabu
search, some of the functions that integrate the master
decision rule may depend on long-term memory struc-
tures. In this case, the application of mathematical
models for the determination of appropriate parameters
becomes more intricate, or may be even infeasible. This
is mainly due to the high dependency of these functions
on the chosen termination criteria, which ultimately
determines the amount of information accumulated
in the long-term memory structures.

Phase 5 concludes the process by applying the master
decision rule to the original representative problems
and to other problems from the chosen solution class
to confirm its merit.

3.2. Application of Target Analysis

To provide a basis of comparison with outcomes of
previous studies (Barnes & Vanston, 1981; Laguna,




292

Barnes, & Glover, 1991a, 1991b), our preliminary
choice has been to seek approximate (optimal or near
optimal) solutions to a class of problems with process-
ing times, delay penalties, and setup costs uniformly
distributed in the ranges given by 1 <t; < 12, 30 < p;
< 110, and 500 < s5; < 1500, respectively. We refer to
this problems as type A. The collection of problems in
our representative sample consists of 10 problem in-
stances with 20 jobs for which optimal solutions are
known (Barnes & Vanston, 1981), and 5 instances with
35 jobs for which very high quality solutions have been
obtained (Laguna, Barnes, & Glover, 1991b).

In order to measure the goodness of a move, as part
of Phase 2, we introduce a scoring procedure based on
the knowledge gained in the first phase. To do this, we
first construct solution scores, designed to measure the
extent to which any given solution deviates from the
target solution. Then the move scores are derived as
the difference between the solution scores obtained be-
fore and after applying the moves. For our application,
we created two different solution scores, as follows. The
first is an absolute position score, which simply counts
the number of jobs that occupy their targeted optimal
positions. The second solution score is a relative po-
sition score, which counts the number of jobs that are
scheduled immediately after their targeted predecessor
jobs. (The fixed position 0 is referenced in order to
obtain a complete count.) From these definitions, both
the absolute and relative position scores for the targeted
optimal solution are N, which represents the highest
value that can be obtained by any solution. We elected
to combine these scores into a single solution score by
summing them, this yielding a (maximum) targeted
value of 2*N.

From the composite solution score thus determined,
the score attributable to each move is therefore the total
score of the schedule after the move less the total score
of the schedule before the move. By definition, moves
with positive scores have the ability to move the sched-
ule “closer to™ its target, and higher scoring moves
generally produce a faster convergence than lower
scoring moves. (However, ambiguities are possible, es-
pecially in the case of zero scores, and refinements of
the form previously indicated may be relevant for set-
tings more complex than those we encountered.)

Using these definitions each problem in the sample
was re-solved in order to measure the effectiveness of
the current choice rule. Moreover, scores were kept
separately fortwo categories of moves: improving (move
value < 0) and nonimproving (move_value = 0). The
average move score per iteration was calculated every
50 iterations for a solution attempt consisting of a total
of 500 iterations for the set of 20-job and 35-job prob-
lems. Figures 3 and 4 show the results of these calcu-
lations for the representative problems in our sample.
It becomes immediately apparent from these figures
that the average quality of the decisions, made in non-
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improving situations, tends to decrease as the number
of moves increases, while the opposite seems to be true
for improving moves. It could be argued that this results
from the fact that some problems reach their targets
before the completion of the chosen number of itera-
tions; however, Figure 5 shows an even more significant
trend for Problem 3 with 35 jobs for which the TS
method fails to find its target solution within the 500
iterations.

The information we chose to examine as a basis for
diversification utilizes a simple count of the number
of times that particular moves are selected for execu-
tion. Two arrays can be defined for these purpose: swap
count and insert__count. These arrays contain the fol-
lowing information:

swap_count(i, j) = number of times that job i has ex-
changed positions with job j.

insert_count(i, j) = number of times that job i has
been moved to a position im-
mediately before job j.

Phase 3 uses this information to design evaluation
functions capable of diversifying the search. The master
decision rule then combines these functions, including
the one currently in use (i.e., move__value), to provide
a device to drive the search procedure. Since the merit
of the current evaluation function in improving regions
does not seem to decrease as the execution time pro-
gresses, the focus then will be to design functions for
diversification in those regions in which nonimproving
moves are available. A simple form of a function cre-
ated for this purpose is as follows. If the admissible
move S(w(7), =(j)) is being considered for the best move
at the current iteration, then its relative attractiveness
(move__appeal) is measured by:

if(move_value(w(7), =(j))) < 0)
move_appeal = move_value(x(i), =(j))
else
move_appeal = move_value(n(i), =(J))

+ a*swap_count((w(i ), =(j)’.

A similar function for admissible insert moves is
obtained by substituting swap___count by insert__count
in the expression above. This function has the char-
acteristic of allowing different levels of diversity within
the search. These levels are controlled by the selection
of values for « and f. For example, for a large value
of 8, the method reduces very rapidly the likelihood
of selecting moves that have been frequently preferred
earlier in the search. On the other hand, « is used to
assure a minimum amount of diversification. This is

e e e
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FIGURE 6. Average objective function value for 35-job problems, Type A.

especially important in early search stages, when the
count values are relatively small. The a and B values
were not set with the assistance of mathematical or
statistical model but rather by the iterative application
of Phases 2 and 3 of the target analysis approach. Thus,
in particular, we varied the a and 8 parameters to iden-
tify the combination that produced the highest average
scores for the moves selected, applied to the initial rep-
resentative set of trial problems. The best parameter
setting found resulted in a linear move__appeal func-
tion for which & = 10 and 8 = 1. The complete diver-
sification strategy requires the determination of the
number of iterations for which the method will be al-
lowed to operate in its current form, that is, the initial
period of time for which the move__value function
successfully identifies good moves. This period of time
is also used to collect preliminary information on the
frequently selected moves, captured by the long-term
memory functions. From the information provided by
Phase 2 (see Figs. 3, 4, and 5) an obvious choice for
this initial period seems to be 200 iterations.

Finally, under Phase 5 we applied the modified TS
procedure, referred to as TS/TA, to the problems in
the selected representative sample. TS/TA finds opti-
mal solutions to all of the 20-job problems within 30
CPU seconds, while TS fails to find the optimum value
for one of the problems during the same time span.
Figure 6 shows the average objective function value
every 30 s for a solution attempt of 300 s for problems
with 35 jobs. This figure discloses the ability of TS/TA
to continue improving the solutions found during the
first 30 s of the search, which confirms the long-term
effects of the diversifying strategy incorporated in this
procedure. This figure also shows that TS/TA succeeds
in reaching the targeted average solution before the
chosen time limit.

To complete Phase 5, we applied our method to
problems that go beyond those used for the TA learning

process. These types of problems were generated from
the following uniform distributions.

Type:B 1 =,<12 S<p;<15 500 < s; < 1500
Cl=4(=<125=p =15 3500 < s;5 < 4500.

The choices of the ranges for these distributions di-
rectly effect the expected contribution of D(IT) and S(IT)
to the total objective function value at optimality. Type
A problems (as defined at the beginning of this section)
are more influenced by D(II), type B problems are bal-
anced with respect to both cost components, and type
C approaches the “traveling salesman problem” con-
figuration. The results of these computational experi-
ments are summarized by Figures 7 through 9. These
figures show the superiority of the TS/TA approach,
which finishes with average objective values of 238253,
52373, and 175166 as opposed to the TS values of
238388, 52398, and 175208 for five instances of 40-
job problems types A, B, and C, respectively.

As our final test of the merit of the strategies incor-
porated in the TS method for P with the assistance of
target analysis, we compared the performance of both
methods using three sets of large type A problems. Fach
set consists of 5 problems with 60, 80, and 100 jobs.
The results of a single solution attempt of 600 s are
illustrated by Figures 10 through 12. Once again, TS/
TA is clearly superior to TS in every case.

4. CONCLUSIONS

Our research establishes the usefulness of target analysis
as a means for integrating effective diversification
strategies, based on long-term memory functions,
within tabu search. The results from our application
of Phase 2 disclosed the importance of looking for the
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regional dependence of good decision criteria, not only
in terms of improving and nonimproving moves (ac-
cording to a particular decision criterion), but also in
terms of elapsed execution time. A process of succes-
sively identifying regions of competence for different
decision rules, and using these to characterize new de-
cision rules and new regions, offers an inviting avenue
for investigation. Although our implementation has
focused on a specific class of scheduling problems, the
underlying concepts are quite general and capable of
being adopted to many other scheduling settings.

The clear improvement achieved by the application
of target analysis discloses the usefulness of this type
of learning process. Diversification is a highly impor-
tant component of tabu search, and the target analysis
methodology appears crucial to determining effective
designs of long-term memory functions for achieving
improved scheduling systems.

The system we have presented is very rudimentary
in a number of ways. The first thing to admit about
attempts to solve complex combinatorial problems by
intelligent search is that we are only beginning to un-
derstand the nature of preferred approaches, and to
tap the potential of the emerging solution frameworks.
We envision, however, that the present study provides
a step toward a form of expert system, which, if not
thoroughly standard by current conceptions, will be-
come increasingly important in intelligent decision
making, and will provide a useful component of “expert
system technology” by the standards of tomorrow.
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