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Abstract

Along-standing challenge in the metaheuristic literature is to devise a way to select par-
ent solutions in evolutionary population-based algorithms to yield better offspring, and
thus provide improved solutions to populate successive generations. We identify a way
to achieve this goal that simultaneously improves the efficiency of the evolutionary pro-
cess. Our strategy derives from a proposal associated with the scatter search and path
relinking evolutionary algorithms that prescribes clustering the solutions and focusing
on the two classes of solution combinations where the parents alternatively belong to
the same cluster or to different clusters. We demonstrate the efficacy of our approach for
selecting parents within this scheme by applying it to the important domain of quadratic
unconstrained binary optimization (QUBO), which provides a model for solving a wide
range of binary optimization problems. Within this setting, we focus on the path relink-
ing algorithm, which together with tabu search has provided one of the most effective
methods for QUBO problems. Computational tests disclose that our solution combi-
nation strategy improves the best results in the literature for hard QUBO instances.
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1 Introduction

Metaheuristic techniques are widely used to solve large combinatorial problems that
are hard to solve exactly in practice. From a general perspective, a metaheuristic
constitutes a high-level framework, a set of concepts and strategies that blend together
and offer a flexible and effective foundation for developing optimization algorithms
(Sorensen et al. 2018).

Evolutionary algorithms represent an important and highly fertile realm within
the metaheuristic literature, and the evolutionary approach known as path relinking
(Glover et al. 2003) has recently emerged as a particularly useful strategy for numer-
ous practical optimization problems (Samorani and Laguna 2012). Path relinking is
typically used together with a neighborhood-search based procedure to combine pairs
of high-quality solutions into higher-quality solutions. Once the main search has col-
lected a set of high-quality solutions, called elite solutions, path relinking can combine
them in a variety of ways, the most common of which considers pairs of elite solutions
A and B, and performs the moves necessary to transform A into B (or B into A)
in a quest to encounter a third solution of higher quality than both A and B or more
generally that will become a launching point for discovering such a higher quality solu-
tion. Possible moves are determined by the definition of neighborhood adopted in the
search. Path relinking has been employed successfully to solve a variety of combina-
torial problems, such as Job Shop Scheduling (Aiex et al. 2003), Vehicle Routing (Ho
and Gendreau 2006), and the Quadratic Unconstrained Binary Optimization Problem
(Wang et al. 2012).

A number of complexities must be accounted for. A naive approach that might
undertake to analyze all n(n — 1) pairs of solutions (A, B) from a given set of n
elite solutions would be computationally prohibitive. For example, if A and B differ
by m components, there are m! different paths between A and B. Thus, for some
“representative” value of m, the effort of examining all these paths would be O (m!n?),
assuming the transition from one solution to another along any path can be executed
in constant time or in time O (m).

Examining all such possibilities would involve wasted effort in any case. We can
characterize the situation by means of a thought experiment. Suppose for simplicity that
we somehow knew the best path between some pair (A, B) (i.e., the path between A and
B containing the best intermediate solution for launching a new search). If C denotes
the best solution on this path, note that starting from A all permutations of the m 4 com-
ponents between A and C still produce the same C, and all permutations of the m p com-
ponents between C and B are irrelevant. Although we don’t know what C is in advance,
we know that attempting to enumerate all paths to find it is a costly extravagance.

Depending on the exact location of the elite solutions in the solution space, there
may be additional sources of inefficiency in this process, even with a knowledge of the
best path to search between each pair (A, B). First, the same (or very similar) paths
may be explored more than once. For instance, consider the elite solutions denoted x!
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Clusterl  cluster 2

Fig. 1 Example of clusters of elite solutions

to x'0 in Fig. 1. The solutions explored along the path from x3 to x7 are likely to be
a subset of the solutions explored along the path from x3 to x°, because x” is on the
path connecting x> and x°. Second, if an improvement procedure is executed on the
best solution found on the path, then the improved solution found in this way along
the path from x! to x3 is likely to be the same as the one found along the path from
x! to x2, because the region explored is essentially the same.

Typically, path relinking avoids the complication of generating large numbers of
paths between two solutions A and B by alternately selecting one, say A, to be the
initiating solution and the other, B, to be the guiding solution. Then a path is generated
from A to B by choosing the best (most profitable) move from a current solution C on
the path to one of m¢ adjacent solutions, where m ¢ is the number of components by
which C differs from the guiding solution B'.

Nevertheless, the issue of which elite solutions should be chosen as pairs (A, B)
presents a significant strategic challenge. We observe that this challenge is not limited
to path relinking, because all evolutionary algorithms that incorporate a step of com-
bining pairs of solutions from a specified population face a similar issue. We address
this issue in the present paper by introducing a specialized clustering procedure as a
learning strategy for evolutionary solution-combination strategies. Given an appropri-
ate partitioning of the solutions into clusters, the idea is to select pairs of solutions
(A, B) based on their cluster membership, thereby generating smaller numbers of
paths that are likely to exhibit useful features.

Historically, the potential merit of clustering as a basis for such strategies has been
proposed in a series of papers relating to scatter search and path relinking going
as far back as 40 years in Glover (1977) and continuing through elaborations in

I Moves between solutions that involve other than flipping the values of binary variables produce more
complex options.

@ Springer



M. Samorani et al.

references (Glover 1994, 1995; Glover et al. 2000), with a successful application
employing scatter search for nonlinear global optimization in Hvattum and Glover
(2009). Remarkably, however, to the best of our knowledge, no computational explo-
ration of this theme has yet been carried out in the setting of other evolutionary
procedures or in application to discrete optimization problems. We undertake to rem-
edy this gap in the literature by integrating a simple clustering approach based on the
K-means algorithm with an evolutionary path relinking approach for the major class
of discrete optimization problems known as Quadratic Unconstrained Binary Opti-
mization problems. The critical element of our approach consists of the way that we
exploit the clusters generated.

One strategy, which we call the “External Link strategy” (because it links solutions
that do not lie in a common cluster), consists of considering only the paths connecting
the two farthest solutions belonging to two different clusters; in the example of Fig. 1,
that would result in exploring only the paths connecting x ! tox'%, x! to x®, and x* to x°.
Compared to the exhaustive strategy of considering all paths, the External Link strategy
is likely to explore sets of solutions that do not significantly overlap with each other. In
the context of the metaheuristic literature, this strategy is also likely to improve diver-
sification, as the paths explored connect the solutions that are farthest from each other.

Another strategy, which we call the “Internal Link strategy” (because it links
solutions that lie within a common cluster), consists of considering only the paths
connecting the two highest-quality solutions belonging to the same cluster. Unlike
the external link strategy, the internal link strategy increases the intensification of the
search, as it focuses on high-quality solutions that are close to each other.

Our clustering approach may be viewed as a machine learning strategy, augmented
by the internal link and external link approaches. We observe that a variety of studies
have used machine learning to improve the performance of metaheuristic procedures.
For instance, (Cox et al. 1995) uses learning for process improvement in telecommu-
nications applications; (Glover et al. 2011) integrates learning and statistical analysis
for confidentiality problems; (Lai et al. 2016) introduces learning to aid the solution
of bandwidth coloring problems in graphs; (Samorani and Laguna 2012) proposes a
learning procedure to detect patterns useful to escape local optima during neighbor-
hood search procedures; (Santos et al. 2008) employs learning to identify patterns
that are subsequently adopted to improve the construction phase of a GRASP algo-
rithm. However, to the best of our knowledge, this is the first work where clustering
is employed to inform a path relinking procedure.

2 The quadratic unconstrainted binary optimization (QUBO) problem

The Quadratic Unconstrainted Binary Optimization (QUBO) problem is an important
problem in Combinatorial Optimization not only because it arises in many different
contexts, such as financial analysis and social psychology, but also because other com-
binatorial problems (such as graph coloring and max-cut problems) can be transformed
into a QUBO (Wang et al. 2012). An extensive survey of the literature on the QUBO
problem and its applications can be found in Kochenberger et al. (2014).
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The QUBO problem can be formulated as follows.

Maximize f(x) =x'Qx = ZZqijxng )

i=1 j=1

where QO = (g;;) is an n by n matrix of constants and x is an n-vector of binary
(zero-one) variables, i.e., x; € {0,1}, i =1,...,n.

One of the leading solution methods for the QUBO problem, proposed in Wang
et al. (2012), incorporates path relinking to explore the solution space. We show that
by incorporating a clustering procedure in the construction of the set of elite solutions,
we are able to significantly improve the performance of the algorithm.

3 The clustering-driven path relinking (CDPR) algorithm
3.1 Main scheme

Algorithm 1 shows the general scheme of the clustering-driven path relinking algo-
rithm (CDPR) for solving the QUBO problem, which repeatedly performs path
relinking search rounds until the given stopping criterion is satisfied. In each
search round, the procedure first creates a reference set RefSet of p elite solutions
{xl, x2, ..., xP }, and identifies the best-quality and worst-quality solutions in RefSet
(lines 4-5, Sects. 3.2, 3.6). Then, it uses the K-means clustering algorithm (Kanungo
etal. 2002) to aggregate the solutions in RefSet into K clusters. These clusters are used
to determine a small number of pairs of solutions x’ and x/ on which to execute the
path relinking procedure. As illustrated in greater detail later, this is possible through
different strategies: by selecting one pair x’ and x/ from two different clusters, by
selecting one pair from the same cluster, or by selecting both types of pairs. Based
on the selected strategy, our procedure uses a different PairSet construction method
to generate an index set of pairwise solutions PairSet (line 7, Sect. 3.3). The while
loop (lines 9—40) follows to first execute a for loop (lines 10-34) that generates new
solutions by building paths for each pair of solutions in PairSet and then to construct
a new PairSet once RefSet is successfully updated (lines 35-39).

Specifically, each for-loop iteration executes the following procedures. First, one
index pair (i, j) is selected from PairSet according to lexicographical order to desig-
nate two solutions x’, x/ € RefSet (line 11). A relinking method is applied to generate
two paths connecting the solutions x’ and x/, one of which is from x’ to x/ and the
other of which is from x/ to x’ (lines 12 and 23, Sect. 3.4). Secondly, one solution
on each path is selected according to a path solution selection method (lines 13 and
24, see Sect. 3.4), which is submitted to the solution improvement method for quality
refinement (lines 14 and 25, Sect. 3.6). The next step tests RefSetUpdate to decide if
the new improved solution is used to update RefSet (lines 15 and 26, Sect. 3.2). If the
update is confirmed, the new solution is inserted in RefSet to replace the worst solution
x" and RefSetUpdateSuccess is set to be 1.

Once the for loop ends, we examine the value of RefSetUpdateSuccess. If RefSe-
tUpdateSuccess = 1, we use a K-means clustering algorithm to aggregate solutions
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Algorithm 1 General scheme of the clustering driven path relinking algorithm

1: Input: matrix Q
2: Output: the best binary n-vector x* found so far and its objective value f(x*)

3: repeat

4: Initialize RefSet = {x!, ..., x?}

5:  Identify the best solution x* and the worst solution x" in RefSet

6:  Apply the clustering method to aggregate solutions in RefSet into K clusters Cy, Ca, ..., Ck

7:  Use the PairSet construction method to generate an index set of pairwise solutions PairSet

8:  Set RefSetUpdateSuccess = 0

9:  while (PairSet # (}) do

10: for each index pair (i, j) € PairSet do

11: Pick pairwise solutions (x?, x/) e RefSet with index pair (i, j) € PairSet

12: Apply the path relinking method to produce a sequence of solutions x*, ..., x(r), ..., x/

13: Apply the path solution selection method to select x () from the sequence

14: Apply the solution improvement method to x(r)

15: if (RefSetUpdate(RefSet, x(r)) then

16: RefSet «<— RefSet U{x(r)} \ {x"}

17: Record the new worst solution x™ in RefSet

18: RefSetUpdateSuccess = 1

19: end if

20: if f(x(r)) > f(x*) then

21: x* =x(r)

22: end if

23: Apply the path relinking method to produce a sequence of solutions x/, ..., x(r), ..., x*

24: Apply the path solution selection method to select x () from the sequence

25: Apply the solution improvement method to x(r)

26: if (RefSetUpdate(RefSet, x(r)) then

27: RefSet «<— RefSet U{x(r)} \ {x"}

28: Record the new worst solution x™ in RefSet

29: RefSetUpdateSuccess = 1

30: end if

31: if f(x(r)) > f(x*) then

32: x* =x(r)

33: end if

34: end for

35: if RefSetUpdateSuccess = 1 then

36: Apply the clustering method to aggregate solutions in RefSet into K clusters Cy, Ca, ..., Ck

37: Use the PairSet construction method to generate an index set of pairwise solutions
PairSet

38: RefSetUpdateSuccess = 0

39: end if

40:  end while
41: until the stopping criterion is satisfied

in RefSet into K clusters, based on which we launch the PairSet construction method
to generate a new PairSet (lines 3637, see Sect. 3.3). Otherwise, we terminate the
while loop since PairSet becomes empty.

3.2 The RefSet initialization method
For the first round of path relinking procedure (line 4 in Algorithm 1), we employ a

RefSet initialization method to construct an elite set of high-quality solutions, where
each solution is obtained in two steps. The first step is to generate a randomized
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solution, where each variable receives value O or 1 with an equal probability of
0.5. The second step employs a solution improvement method to refine the qual-
ity of this solution. Note that if a solution is the duplicate of a solution in RefSet,
it is discarded and is prevented from joining RefSet. For the following rounds of
path relinking procedures, the RefSet initialization method requires the best solu-
tion x* previously found to be the first member of RefSer. The other solutions
in RefSet are generated in the same way as in the first round of path relinking
procedure.

3.3 The PairSet construction method

The PairSet construction method (lines 7 and 37 in Algorithm 1) is used to mark
each of the pairwise solutions which is subject to a path relinking procedure. As
noted earlier, considering all paths x’ — x/ is likely to result in a substantial over-
lap between different paths. In particular, we hypothesize that two paths that both
originate in cluster A and terminate in cluster B are likely to result in the same
improved solution x(r), because while both trajectories aim at improving diversi-
fication, they do so by exploring the same area. Analogously, paths that originate and
terminate in the same cluster A are likely to result in the same improved solution x (r),
because while both trajectories aim at improving intensification, they do so by explor-
ing the same area. To overcome these anticipated problems, we propose the following
strategies:

— “External Link strategy”: For each pair of clusters (A, B) consider only the path
x' — xJ/ withi € A and j € B between the farthest points, that is, such that
dist(x", x*) < dist(x',x7),Yh € A, k € B.

— “Internal Link strategy”: For each cluster A consider only the path x! — x/
with i, j € A between the highest-quality points, that is, such that f(x") <
FOD, fGM) < f@h), Vhe A\, j).

— “External-Internal Link strategy”’: Consider the paths of both external link strategy
and internal link strategy.

In our CDPR algorithm, PairSet is initialized to include all the chosen indices
of pairwise solutions based on the external link strategy, internal link strategy, or
external-internal link strategy. Each of the pairwise solutions is required to execute
path relinking and the associated indexed pair is accordingly removed from PairSet
once it is done. Afterwards, we examine whether RefSet is successfully updated. If it
is, i.e., if new solutions are inserted in RefSer during this round of path relinking, we
employ the clustering procedure to generate a new PairSet. Given that some indexed
pairs in this new PairSet are associated with two old solutions and such pairwise
solutions already went through path relinking in the previous search, we remove these
indexed pairs from PairSet to avoid unnecessary repetitive execution. Otherwise, i.e.,
if RefSet is not updated after all the indexed pairs in PairSet have been subjected to
path relinking and thus PairSet becomes empty, we rebuild RefSet to start the next
path relinking search round.
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3.4 The path relinking method

The path relinking method (lines 12 and 23 in Algorithm 1) builds a path connecting
an initiating solution where the path starts with and a guiding solution where the path
ends at. The path consists of a sequence of intermediate solutions, each of which is
generated by exploring the neighborhood of the initiating and guiding solutions. We
use the random-selection-strategy-based path relinking method proposed by Wang
et al. (2012), which first constructs a set NC of those variable indices for which the
initiating solution x’ and the guiding solution x& have different values. Consequently,
the size d of the set NC is the Hamming distance between x’ and x£. Meanwhile,
a vector A is used to record the objective value differences between two adjacent
solutions, where each entry A, denotes the objective value difference resulting after
flipping the variable x; from the current solution on the path.

The path relinking method performs a total of d — 1 iterations (the iteration counter k
is initialized to 1) to construct a path. At each iteration k, anindex t € N C is randomly
selected and the variable x; is added to a path vector PV that is initialized to be empty.
Then the objective increment F I; between the solution x (k) and the initiating solution
x' is calculated to be FI; = Fly_; + A,, with which the objective function value of
each solution x (k) on the path is calculated by f (x(k)) = FI; + f(x'). The solution
x (k) is determined by assigning the same value as the guiding solution for the newly
added variable in PV and assigning the same values as x(k — 1) for all the other
variables. Finally, the iteration counter is set to be k + 1, NC is updated to be NC\{¢}
and A is updated according to the fast incremental evaluation technique proposed in
Glover and Hao (2010) to continue the next iteration.

3.5 The path solution selection method

The path solution selection method (lines 13 and 24 in Algorithm 1) has the goal
of choosing a solution on the path explored via path relinking. Specifically, it first
constructs a candidate solution list (CSL) that includes the solutions with a Hamming
distance of at least d/3 from both the initiating and guiding solutions. Then, the
solution in CSL with the maximum objective value is chosen for further amelioration
by the solution improvement method described in Sect. 3.6.

3.6 The solution improvement method

The solution improvement method (lines 14 and 25 in Algorithm 1) uses a I-flip
move based tabu search algorithm (Wang et al. 2012, 2017, 2018), which performs
the following iterations until the best solution cannot be improved for 5n consecutive
iterations, called “the improvement cutoff”. Each iteration first identifies all I-flip
moves with respect to the current solution, each of which is obtained by changing
the value of a single variable x; to its complementary value 1 — x;. Then, it performs
the best I-flip move not in the tabu status and returns an updated current solution. A
move is associated with a tabu status if its reverse move was performed during the
past = n/100 + rand(10) iterations, known as “tabu tenure”. Meanwhile, a simple

@ Springer



Clustering-driven evolutionary algorithms...

aspiration rule is applied that permits a move in spite of its tabu status if that move
leads to a solution of higher quality than the best-quality solution found during this
search procedure. The adopted parameter values for the improvement cutoff and tabu
tenure are taken from Wang et al. (2012).

3.7 The RefSet updating method

The RefSet updating method is invoked each time a newly constructed solution is
improved by tabu search (lines 15 and 26 in Algorithm 1). It is executed only if the
newly generated solution has a larger objective value than the worst solution in RefSet
and is distinct from any solution in RefSet. In this case, the worst solution is replaced
by this solution to execute the RefSet updating procedure. Otherwise, this new solution
is discarded and RefSet updating fails.

4 Computational results and comparisons
4.1 Experimental protocol

In order to evaluate our proposed algorithms, we generate 30 QUBO instances using
a generator proposed in Palubeckis (2004). The size of the generated instances varies
between n = 7000 to n = 15,000. In addition, we test 3 problem instances with
7000 variables (p7000.1, p7000.2, p7000.3) which are widely used in the previous
literature (Glover et al. 2010; Lii et al. 2010; Palubeckis 2004, 2006; Wang et al.
2012). These instances are the largest and most challenging problem instances in the
QUBO literature. Given that the path relinking algorithm proposed in Wang et al.
(2012) is among the best QUBO algorithms and differs from our algorithms mainly
in the incorporated clustering mechanism, we use PR as the reference algorithm for
comparison. All the algorithms are coded in C++ programming and run on a AMD
RYZEN 1700X 3.4 GHz CPU equipped with 16 GB of RAM. For each instance, we
execute each algorithm once with a time limit of 2 h.

4.2 Comparisons of different combinations of the size of RefSet and the number of
clusters

We first test different combinations of the size p of RefSer and the number K of
clusters to determine the best parameter setting. Specifically, we set p = 20, 30, 50
and K = 2,3,4,5 to obtain a total of 12 pairs (p, K) of parameter settings. To
perform the experiment, we run the CDPR algorithm for each pair (p, K) on all the
instances and summarize in Table 1 the number of instances where CDPR finds better,
equal and worse objective values than the reference algorithm PR. From Table 1,
we find that setting p = 30 and K = 5 performs the best among all the tested
values, by finding better and worse objective values than PR for 23 against 3 instances.
Hence, our CDPR algorithm determines to set p = 30 and K = 5 in the following
experiments.
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Table 1 Comparisons of different parameter settings for (p, k)

(p, K) (20,2) (20, 3) (20, 4) (20, 5) (30,2) (30, 3) (30, 4) (30, 5) (50, 2) (50, 3) (50,4) (50,5)
Better 19 18 18 17 20 19 13 23 14 17 12 16
Equal 13 12 11 1 9 9 13 7 9 10 11

Worse 1 3 4 5 4 5 7 310 6 10

Better-Worse 18 15 14 12 16 14 6 20 4 11 2

4.3 Experimental results

Table 2 reports results of PR, CDPR-IL, CDPR-EL and CDPR-IEL algorithms. For
each algorithm, we report the best objective value Bst and the computational time
Time in seconds to reach the best-quality solution encountered during the search.
In addition, we use 1, 0 and — 1 to denote if each of our algorithms finds better,
equal and worse objective values than PR, shown in the column “Imp” and sum-
marize the sum on all the instances in the last three rows “Better”, “Equal” and
“Worse”. From Table 2, we find that CDPR-IL, CDPR-EL and CDPR-IEL algo-
rithms perform better than PR by finding better and worse objective values for 14
against 9 instances, 16 against 9 instances, and 23 against 3 instances, respectively,
showing the effectiveness of the newly incorporated clustering mechanism. Moreover,
CDPR-IEL performs better than CDPR-IL and CDPR-EL, disclosing the merit of the
joint use of the internal link strategy and external link strategy than using them in
isolation.

Our results suggest that clustering has the potential to dramatically improve the
quality of the solutions found through path relinking, at the cost of slightly increas-
ing computing times. Interestingly, while our internal link strategy and external link
strategy (CDPR-IL and CDPR-EL in Table 2, respectively) individually outperform
a “vanilla” implementation of path relinking (PR in Table 2), it is their combined
use that results in the greatest improvement (CDPR-IEL in Table 2). Not only does
CDPR-IEL find higher-quality solutions than both CDPR-IL and CDPR-EL, but it
also accomplishes this in a shorter time. This may appear surprising, as CDPR-IEL
generates and explores many more paths than either CDPR-IL or CDPR-EL. The rea-
son why CDPR-IEL takes a shorter time to find a better-quality solution lies in the
fact that CDPR-IEL alternates periods of diversification (embodied by the external
link strategy) and intensification (embodied by the internal link strategy), whereas
CDPR-IL and CDPR-EL each tend to prefer one strategy and disregard the other for
the whole search.

5 Conclusion
Evolutionary population-based algorithms are typically required to combine solutions

that lie in somewhat different regions of the solution space. We seek to exploit this fact
by a clustering strategy that isolates different regions of potential interest and creates
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combinations by reference to internal link and external link strategies for selecting
parents to generate new solutions.

Our clustering approach, which we embody and test within path relinking algorithm
for the important class of QUBO optimization problems, may be viewed as a machine
learning method designed to overcome the limitation of traditional mechanisms for
selecting parents, in recognition that these mechanisms are prone to generate offspring
that are superfluous or unproductive. Applied with path relinking, our external link and
internal link strategies effectively promote diversification and intensification, respec-
tively. Our results suggest that the integration of our two strategies outperforms the
strategy of generating paths between all pairs of elite solutions, previously found to be
highly effective for QUBO problems, at the cost of a modest increase of computation
time.

Lines of future research include the investigation of policies that maintain a mini-
mum distance between points selected in the internal link strategy, and that allow the
method to maintain a bias toward selecting points as parents that were not previously
selected, when the choice of these points is not automatically modified by the intro-
duction of new offspring into RefSet. Our study can also be expanded to assess the
impact of employing clustering techniques different from K-means.(Preliminary tests
reveal that using Hierarchical Clustering obtains worse results.) Since our methodol-
ogy explores paths connecting two solutions, it would also be interesting to adapt our
methodology to scatter search.
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