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1 | INTRODUCTION

We define the traveling salesman problem (TSP) relative to a graph G = (N,A), where N = {1, ..., n} is a set of nodes
(vertices) and A C {(i, j) : i, j € N, i # j} is a set of arcs, together with non-negative costs ¢ (i, j), (i,j) € A. The problem
is called the symmetric TSP, denoted by STSP, if (i, j) € A implies (j, i) € A, in which case by convention we understand
(i, j) (= (j, ©)) to be an unordered pair which is often called an edge rather than an arc (hence, more precisely, corresponds to
the set {i, j}). Otherwise the problem is called the asymmetric TSP, denoted by ATSP, where c (i, /) and c (j, /) may differ. In the
following, we denote the STSP simply by TSP. Then the TSP (ATSP) consists of determining the Hamiltonian cycle (circuit),
called a tour, of minimum cost.

We introduce a set of assignment and semi-assignment models for generating TSP and ATSP tours that exhibit a combi-
natorial leverage property, whereby each tour can be generated with polynomial effort but dominates an exponential number
of other tours. Assignment-based models for achieving combinatorial leverage are attractive for being easily constructed and
easily solved. Our models may be viewed in the tradition of assignment based models first proposed in [23] and [16]. Extensions
of these models proposed in [7, 12, 17, 18, 20] introduce a perspective that allows us to derive a collection of tours equivalent
to those originally proposed by [20], but which quickly leads to a different form of generalization that encompasses the more
advanced Cascade Assignment Model of [17] as a special case. Instead of basing our models on an insertion operation of
injecting nodes from a chosen set into the arcs of a permutation defined on a complementary set of nodes, we draw on the
perspective underlying ejection chain algorithms for traveling salesman problems introduced in [6, 7, 9], and employ a simpler
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ejection operation that operates by treating the complementary set of nodes of a permutation as anchor nodes, which maintain
their relative positions invariant.

At the simplest level, our changed perspective replaces an injection mapping used for insertions with a bijection mapping
for ejections by introducing one or more artificial nodes that become members of the ejection set. While our model at this
simplest level is mathematically equivalent to earlier models by [7] and [20], the changed perspective immediately leads to
an iterative process that permits the tour produced by a given bijection to be refined by reversing roles of ejection nodes and
their complements. In addition, we show how to take any model based on a chosen set of ejection nodes and vector of anchor
nodes and refine it to yield a stronger assignment problem, yielding a greater set of assignment possibilities whose optimal
tours dominate those of the initial ejection-anchor node distribution. Our models can also be used as alternatives to, or simple
extensions of, popular constructive methods for generating starting tours for TSP and ATSP algorithms.

At higher levels of generality, we make use of semi-assignment models which can be exploited by the primal network
semi-assignment algorithm of [3], and by natural adaptations of the threshold assignment algorithm of [11], the shortest
augmenting path algorithm of [19] and the cost scaling algorithm of [15]. Our advanced models also have the useful feature
of being exploitable by the “vocabulary building” strategy introduced in tabu search [8, 10, 13], which operates by identifying
and exploiting components of good solutions (in this case subtours) and assembling them into progressively more elaborate
components. Finally, our models can be adapted to provide algorithms for vehicle routing, employing associated node-based
ejection chain approaches as in [21], and following the example of adapting earlier assignment TSP models to provide a highly
successful local search procedure by [5] for the distance-constrained capacitated vehicle routing problem.

2 | GENERATING AN ASSIGNMENT PROBLEM BY AN EVEN-ODD
PARTITION OF TOUR NODES

We begin from the simple model setting using the ejection chain perspective in [7]. Let P = (p (1), p(2), ..., p(n)) denote
a permutation of the nodes in N = {1, ..., n} defining a TSP or ATSP tour. We require that the tour defined by P is legitimate,
in the sense that each pair (p (i), p(i + 1)) fori = 1, ..., n — 1, including the pair (p (n), p (1)), is an edge (or arc) in A.!
If n is odd, we add an artificial node p (n + 1) = n + 1 to this permutation. Let ' = nifniseven,andletn' =n+ lifnis
odd, which allows us to treat all cases by reference to the permutation P’ = (p (1), p(2), ..., p(n')) where ' is even. The
introduction of the artificial node is illustrated in Section 2.2.

To simplify the description of the assignment problem, we duplicate node p (1) and designate this duplicated node by
p (n + 1). Thenp (n' 4 1) is added to the end of P’ so that P is now representedas P’ = (p (1), p(2), ..., p (), p(n' + 1)).
The second appearance of p (1) as p (n’ + 1) in P’ is to account for the fact that a TSP (or ATSP) tour wraps around so that
the last node links to the first. At various junctures in our following discussion we will have occasion to check whether an arc
(» (), p (j)) exists (ie, is an element of A), for i, j € N, i # j, and p (i) and p (j) are not adjacent in P. For this we assume a
binary matrix B (r, s) is used where B (r, s) = 1 if and only if (r, s) € A.

2.1 | Assignment problem construction

We extract the even-indexed nodes from P’ to give a sub-permutation Py = (p (2), p(4), ..., p (n’)) which we designate to be
a set of origins and also a set of destinations, denoted N, and similarly extract the odd-indexed nodes to give a sub-permutation
P,=@0),pB), ..., pm —1), p(@ + 1)) whose positions are fixed, denoted N,. Since only even-indexed nodes are
origins and destinations, there are no arcs to or from odd-indexed nodes (including the artificial node, in the case where it is
introduced.) The relative ordering of the odd-indexed nodes in the sub-permutation P, is fixed, but we will allow the ordering
of the even-indexed nodes to change.

The assignment problem is created so that the destination nodes are ejected from their current positions to be replaced by the
origin nodes, which are nominally the same nodes but which can occupy different positions from those labeled as destinations.
The assignment model allows us to do this in the best possible (least cost) way, to yield an optimal tour subject to the requirement
that the odd-indexed nodes of N, retain their relative (though not absolute) positions determined by the sub-permutation P,.

! The prior references yielding TSP assignment models assume the graph G is complete, and hence do not account for the situation where A does not consist
of all distinct node pairs.
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Because the origin and destination nodes represent the same set, and hence have the same cardinality, the assignment is a
bijection mapping, which corresponds to the most basic form of network assignment problems.

The assignment solution cost for an arc (p (i), p (j)) of the assignment problem, in which node p (i) ejects node p (j) in
N (hence i and j are even), is givenbyd (p D), p () =c@@(G—1D,p@)+c@@,p(G+ 1)) wherec(p (G — 1), p(i)) and
c(p @), p(+ 1)) are costs from the original TSP (ATSP). (Hence this corresponds to the cost of repositioning node p (i)
to lie between the two nodes p (j — 1) and p (j 4+ 1).) If either (p G — 1), p (i)) or (p (i), p (j + 1)) is not an arc in the set A
defining the TSP (ATSP), then the arc (p (i), p (j)) does not exist in the Assignment Problem. Note that this definition also
applies when i = j, so that a node p (i) can be assigned to itself. Hence the assignment cost in this case is given by d (i,i) =
cpi—=1), p@)+cp@, p@+ 1)), which is the cost of retaining node p (i) in its present location in the permutation P’.

A special exception occurs when p (i) is the artificial node ' = n + 1 for the case where n is odd. Then we define
dp@),p(§) =c@Ey—1, pG+ 1)), which corresponds to “not ejecting” a node that lies between nodes p (j — 1) and
p (j+ 1), but instead choosing these two nodes to be adjacent to each other in the resulting tour. Again, this definition also
applies for i = j, and we observe that this construction is equally valid for both the TSP and ATSP. It is evident that the resulting
assignment problem yields a new tour that dominates (7/2)! tours when # is even, and dominates more than ((n — 1) /2)! tours
when 7 is odd.?

2.2 | Iterated assignment problem solutions

The preceding orientation leads to the observation that the assignment process can be iterated in a natural fashion. Specifically,
once the initial assignment problem is solved, the odd indexed nodes and the even indexed nodes can exchange roles, to give a
new assignment problem. If this new assignment problem gives the same tour as the previous one, the method stops. Otherwise
the procedure can continue, by interchanging the roles of odd and even indexes, until a current solution gives the same tour as
the one before.

There is a slight complication in this iterated solution approach when 7 is odd, which we illustrate by comparing the cases
when 7 is even and odd below.

Example. Suppose the permutation P corresponds to the same order as the indexing 1 to n. First, consider the case where n
is even by selecting n = 18, which gives the starting tour

1,2,3,4,5,6,7, 8,9, 10, 11, 12, 13, 14, 15, 16, 17, 18)

The assignment problem solution re-arranges the positions of nodes 2, 4, 6, ..., 18 in the best way by using these nodes
as origin nodes to eject their destination node counterparts with the same indexes (where the latter represent the gaps in the
sequence (1, 3, 5, ..., 17, 19) and node 19 is another name for node 1). Thus, for example, the assignment problem solution
may yield

1,12, 3,8,5,2,7,16,9, 4, 11, 18, 13, 6, 15, 10, 17, 14, 19)

where the sequence 17, 14, 19 indicates that node 14 now occupies the position between nodes 17 and node 1.

The cost of the first ejection for the assignment arc (12, 2) (which repositions the node in the 12" position to occupy the 2™
position) is given by d (12, 2) = ¢ (1, 12) 4+ ¢ (12, 3). Similarly, the cost of the last ejection for the assignment arc (14, 18)
(repositioning the node in the 14™ position to occupy the 18" position) is given by d (14, 18) = ¢ (17, 14) + ¢ (14, 19), where
in this case ¢ (14, 19) = ¢ (14, 1).

Upon determining the preceding optimal assignment, the process of iterating by interchanging the roles of the even and odd
nodes can be illustrated by shifting the tour representation one step to the left to give the following representation, where the
indexes are written above the tour and the previous node 19 is replaced by its true designation as node 1 which now has index
18, and where we duplicate node 12 by also giving it the (new) index 19:

bl

Index , 2,
3

1 3 , 6, , 9,10, 11, 12, 13, 14, 15, 16, 17, 18, 19
Tour 12, 3, 8§, 7

7, 8
, 16, 9, 4, 11, 18, 13, 6, 15, 10, 17, 14, 1, 12)

2 The actual figure is ((n + 1) /2) ((n — 1) /2)!
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Hence we seek to reposition the nodes (1, 3, ..., 17) (which are now the even indexed nodes) in the role of origin nodes by
ejecting their destination node counterparts that lie consecutively between the nodes (12, 8, 2, 16, 4, ..., 14, 12) (which are
now the odd indexed nodes). Upon solving the resulting new assignment problem, the process can again swap the roles of the
even and odd nodes, and continue until the assignment solution duplicates the existing sequence.

Next, consider the case where 7 is odd. Again, suppose the permutation P corresponds to the same order as the indexing 1
to n, where in this case n = 17. Then we add the artificial node indexed 18, which gives the tour

(1,2,3,4,56,7,8,9, 10, 11, 12, 13, 14, 15, 16, 17, 18*)

We have marked node 18 with an asterisk () to remind us that it is an artificial node. Then, as in the preceding example, we
want to reposition the nodes 2, 4, 6, ..., 187, treated as origins, by ejecting their destination node counterparts that appear
consecutively in the gaps in the sequence (1, 3, 5, ..., 17, 19) where node 19 is another name for node 1. Thus, again as
before, suppose the assignment problem solution gives the new tour

(1,12,3,8,5,2,7, 16, 9, 4, 11, 18", 13, 6, 15, 10, 17, 14, 19)

In contrast to the previous illustration, there is a difference in the cost calculation involving node 18, which is now an artificial
node. In this case, the cost of the assignment arc (18, 12) (which repositions node 18 from the 18” position to the 12" position)
is given by d (18, 12) = ¢ (11, 13), which corresponds to the fact that this assignment of the artificial node between nodes 11
and 13 causes nodes 11 and 13 to become adjacent to each other.

The process of iterating by interchanging the roles of the even and odd nodes also has an additional difference from the case
where 7 is even, resulting from the fact that the artificial node always goes with the set of nodes with even indexes.

To illustrate, we show the effect of interchanging the odd/even ordering by shifting the tour representation one step to the
left, and writing the indexes above the tour:

, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18

Index 1, 2, 3, 4, 5,6, 7,8,9
3 5 7, 16, 9, 4, 11, 18, 13, 6, 15, 10, 17, 14, 1)

3 5
Tour 12, 3, 8, 5, 2,

By the interpretation of the artificial node 18*, which corresponds to stipulating that the two nodes 11 and 13 in the tour remain
adjacent to each other, we shift the representation of the new tour to put 11, 18*, 13 at the end. After dropping out the artificial
node 18 between 11 and 13 this gives

Index 1, 2, 3, 4, 5,6, 7,

8, 9, 10, 11, 12, 13, 14, 15, 16, 17
Tour 6, 15, 10, 17, 14, 1, 12, 3, 8

, 5 2, 17,16, 9, 4,11, 13)

This changes the odd/even designation of every node except for the very last one (node 13) which still receives an odd index.
Now we complete this by again adding an artificial node 18, followed by node 19 which now represents the second appearance
of node 6.

Index 1, 2, 3, 4 5,6, 7,8, 9,10, 11, 12, 13, 14, 15, 16, 17, 18, 19
Tour (6, 15, 10, 17, 14, 1, 12, 3, 8, 5, 2, 7, 16, 9, 4, 11, 13, 18", 19)

Thus, the new assignment problem is to reposition the new even nodes (old odd nodes plus the artificial), which are shown by

Index 2, 4,6, 8, 10, 12, 14, 16, 18
(15, 17, 1, 3, 5, 7, 9, 11, 189

These nodes are then to occupy the gaps between the sequence of new odd nodes

Index 1, 3, 5 7,9, 11, 13, 15, 17, 19
(6, 10, 14, 12, 8, 2, 16, 4, 13, 19)
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where, again, node 19 is the second appearance of node 6. We represent the assignment problem as having arcs leading from
the current even-indexed nodes (15, 17, 1, 3, 5, 7, 9, 11, 18*) to “gap nodes” which are identified by the same even-indexed
nodes (since these identify the gaps in the sequence of odd-indexed nodes).

Now, we consider a more general way of partitioning the nodes that opens the door to additional alternatives.

3 | PARTITIONING BY EJECTION NODES AND ANCHOR NODES

It is unnecessarily limiting to require that even-indexed nodes only be allowed to trade positions with other even-indexed nodes.
Of course, the fact that we can start with any permutation gives one way to overcome this limitation. However, if we are
interested in improving a particular tour we do not want to scramble its ordering simply to give a different set of assignment
possibilities. Instead, we provide a more flexible perspective as follows.

Let E denote a set of ejection nodes that we extract from the permutation P for the purpose of allowing these nodes to
occupy new positions by treating them as origin nodes to eject their destination node counterparts via solving an assignment
problem. Thus, the even nodes of Section 2 constitute a special case of the collection E.

By convention, we say that the nodes p (i — 1) and p (i 4+ 1) are adjacent to node p (i) in the permutation P, where p (i — 1)
is defined to be p (n) if i = 1 and p (i + 1) is defined to be p (1) if i = n. A legitimate determination of ejection nodes results
from the following stipulation.

Assignment legitimacy rule: No two ejection nodes can be adjacent in P; that is, two successive nodes p (i) and p (i + 1)
cannot both be ejection nodes.

All nodes other than the ejection nodes are called anchor nodes, and are not permitted to change their relative positions in
P. By this designation, another way of stating the Assignment Legitimacy Rule is to say that both nodes adjacent to an ejection
node must be anchor nodes. The partition of P into ejection nodes and anchor nodes covers the case of partitioning the nodes
into even and odd nodes in Section 2, but also permits other configurations since it does not prevent anchor nodes from being
adjacent.

Henceforth, a permutation will be called an A-Tour (“Anchored Tour”) if the anchored nodes and ejection nodes satisfy the
Assignment Legitimacy Rule. By the conventionthatp (i — 1) =p (n)ifi=1landp (i + 1) = p (1) if i = n, we further do not
need to duplicate the first node p (1) of P and add it to the end of the permutation (though this was convenient for describing
the rules for handling the even-odd permutation in Section 2).

Example. Consider the permutation
1,2,3,4,5,6,7, 8,09, 10, 11, 12, 13, 14, 15, 16, 17, 18, 19)

Marking anchor nodes with “A” and leaving the ejection nodes unmarked, a legitimate determination of the ejection nodes and
anchor nodes is given by

A-Tour : (1, 24, 3A, 4, 54, 6, 7A, 8A, 9, 104, 11A, 124, 13, 14A, 154, 164, 174, 18, 194)

In this A-Tour, the nodes that are permitted to occupy new positions in an assignment problem may consist of both even and odd
nodes. However, this example leads to a further observation. The ejection nodes may normally be selected by some heuristic to
be an attractive set of nodes to interchange positions, subject to the Assignment Legitimacy Rule. However, unless it is desired
to restrict the number of ejection nodes to create a smaller assignment problem, we can modify the resulting A-Tour by create
arelated A-Tour in which a larger number of nodes are ejection nodes. For instance, in our present example it may be seen that
we can change node 11 from an anchor node to an ejection node and also change one of the two nodes 15 and 16 from an anchor
node to an ejection node. This observation leads to the following:

Principle 1. The most flexible distributions of anchor nodes (allowing the greatest opportunity to identify an
improved tour by solving the associated assignment problem) result when no more than two anchor nodes are
successively adjacent.
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By this principle, one may select any anchor node that lies between two other anchor nodes (both adjacent to the given node)
and replace it by an ejection node.

A second principle derives from the approach in Section 2 of introducing an artificial node to handle a permutation with an
odd value of 7.

Principle 2. Additional flexibility results by inserting an artificial ejection node between any two adjacent anchor
nodes.

The application of Principle 2 requires a convention for identifying an artificial node, since in contrast to the situation in
Section 2, such a node may be inserted between any two adjacent anchor nodes p (j) and p (j + 1) instead of only being added
to the end of P’ as p (n’) (before adding the duplicate node p (n' + 1) = p (1)). Specifically, we designate an artificial node that
lies between p (j) and p (j + 1), by j*, with p (j*) = j*, and extend P so that the sequence p (j), p (j + 1) is replaced by the

sequence p (j), p G*), p (j + 1) (or equivalently, p (j), j*, p G + 1)).

Extended Example. The sequence 13, 14A, 15A, 16A, 17A, 18 of the preceding A-Tour can be modified in the following
two ways to achieve greater flexibility, where we convert one of the two anchor nodes in the sequence into an ejection node
and insert an artificial node between the two adjacent anchor nodes that remain:

13, 144, 15, 164, 16, 174, 18
13, 14A, 14*, 15A, 16, 174, 18

Alternatively, instead of converting an anchor node into an ejection node, we can modify the sequence of anchor nodes by only
inserting artificial nodes, as in

13, 144, 147, 15A, 157, 164, 16, 174, 18

Artificial nodes are then treated as ejection nodes. By these conventions, we can state the rule for creating the Assignment
Problem associated with an A-Tour as follows.

Assignment problem construction rule: To create an assignment problem from an A-Tour, treat each ejection node as an
origin node and also as a destination node, and create an assignment problem arc (p (i) ,p (j)), (p (i), j*) or (i*, p (j)) for the
associated ejection nodes p (i), i*, p (j) and j*, with a cost given by
dp@.p(N) =c(G—=,p@)+c@@,p(+1)
dp®).j)=c@P@.pO)+cp@@®,p(+D)
di@, p()=cp(—-1,pG+1)
d@, i) =c@@, pi+1)

If any of the arcs referenced by the TSP costs ¢ (_, _) above do not exist in the TSP (ATSP), then the associated arcs of the
Assignment Problem likewise do not exist.

Note that we do not bother in this rule to create an arc (i*, j*) joining two artificial nodes when i # j, because assigning
node i* to the position occupied by j* is the same as leaving j* in its current position; that is, the cost will be ¢ (p (j), p G + 1))
which is also the cost if j* is not replaced by i*. Once more, the rule defining d (p (i), p (j)) also applies when i = j.
Continued Example: Consider the previous A-Tour after applying Principles 1 and 2 to yield

(1, 24, 2%, 3A, 4, 5A, 6, TA, T*, 8A, 9, 104, 11, 124, 13, 14A, 15, 16A, 16*, 17A, 18, 19A)
Then the assignment problem costs d (4, 1), d (4, 2%) and d (7%, 9) are as follows:

déd, H)=c(19,49)+c4 2);d4, 2)=c2,4)+c4,3);d (7", 9) =c(8, 10)
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Moreover, suppose the optimal solution to the associated Assignment Problem is given by

1-2%2*>6,6—>99—>4,4—->77" = 13;13 - 15; 15— 11;11 — 18; 18 = 16*; 16* = 1
Then, we obtain the tour
(16, 24, 1, 34, 9, 54, 2%, 7A, 4, 84, 6, 10A, 15, 124, 7*, 144, 13, 164, 18, 174, 11, 194)
and upon removing the artificial nodes this yields
(24, 1, 3A, 9, 5A, 7A, 4, 8A, 6, 104, 15, 124, 14A, 13, 16A, 18, 174, 11, 19A)

Now, consider an iterative process analogous to the one described in Section 2 where we reversed the even-odd designation of
nodes to create a new assignment problem. In the present case, upon reversing the roles of the anchor nodes and the ejection
nodes (transferring the A marks in our illustration to the nodes without such marks), we obtain

(2, 1A, 3, 94, 5, 7, 4A, 8, 6A, 10, 15A, 12, 14, 13A, 16, 184, 17, 114, 19)

However, the foregoing permutation does not qualify as an A-Tour since the adjacent node pairs (5, 7), (12, 14) and (19, 2) are
indicated to be ejection nodes (ie, they are not marked by “A”). We remedy this according to the Assignment Legitimacy Rule
by turning one node in each of these node pairs into an anchor node. For example, turning nodes 5, 14, and 19 into anchor nodes
yields the A-Tour

(2, 1A, 3, 94, 5A, 7, 4A, 8, 6A, 10, 154, 12, 14A, 13A, 16, 184, 17, 11A, 19A)

We can further increase the flexibility of this tour using Principle 2 to insert artificial nodes between 94 and 5A, between 14A
and 13A and between 11A and 19A to create the A-Tour

(2, 1A, 3, 94, 9%, 5A, 7, 44, 8, 64, 10, 154, 12, 14A, 14*, 13A, 16, 184, 17, 114, 117, 19A)

Notice that we now have the same type of odd-even distribution of nodes that we had in our previous simpler example. Since
anchor nodes correspond to odd nodes in our original example, we shift the foregoing so that an anchor node begins the tour,
to give

(14, 3, 94, 9%, 5A, 7, 4A, 8, 64, 10, 15A, 12, 14A, 14%, 134, 16, 184, 17, 114, 11%, 194, 2)
That is, putting indexes above the tour nodes to identify their positions as p (1) to p (22), we have

1 23 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22
(14, 3, 94, 9%, 5A, 7, 4A, 8, 6A, 10, 154, 12, 14A, 14*, 13A, 16, 184, 17, 114, 11%, 194, 2)

This new tour can then be used to produce a new Assignment Problem, and the process can be repeated in an iterative approach
by similarly modifying the new solution to interchange anchor nodes and ejection nodes and “correcting” the result as indicated
above. If the assignment solution to this problem yields the same tour as the one used to define the assignment problem, by
mapping each ejection node into itself, then the iterative process ends. (Or, if desired, a different option can be employed for
generating the latest A-Tour from the previous Assignment Problem solution.)

We emphasize that in a situation where it is desired to generate smaller assignment problems, a larger collection of nodes can
be designated to be anchor nodes without permitting any nodes in this collection to be converted into ejection nodes or separated
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by artificial nodes. Thus, a heuristic process for choosing good candidates to be ejection nodes, or inversely for choosing a good
set of candidates to be anchor nodes, can bypass the application of Principles 1 and 2 in this case. To yield a correspondence
with odd-even sequences as in our simple introductory model, an unbroken succession of anchor nodes would be treated as a
single odd-indexed node. Heuristic procedures for choosing a good collection of anchor nodes are described in the Appendix.

Using a semi-assignment network model

Since arcs of the form (i*, j*) that join artificial nodes i* and j* are only relevant for i* = j*, we can create a global artificial
origin node I* with a supply equal to the number of ordinary artificial nodes. The artificial destination nodes receive demands
equal to 1, as before, and the arcs (I*, i*) are interpreted to be the same as the arcs(i*, i*). Arcs of the form (i*, p (j)) (where
p (j) is not an artificial node), and which have the costd (i*, p(G)) = c(@ (G — 1), p (G + 1)), are handled simply by replacing
them by arcs (I*, p (j)) withcostd (I*, p(Gj)) =c(p(G—1, p(G+ 1)).

The version of the assignment problem that can include a single origin node with a supply to balance out the requirement that
the sum of supplies equals the sum of demands is called a semi-assignment problem, and the assignment algorithms previously
cited can readily be adapted to this case. In addition, a primal semi-assignment network code has been proposed in [3] which
makes it possible to use the primal feasible solution to a given problem to create an advanced starting point for solving a
related problem. In this case, we can use the assignment solution to a given semi-assignment problem to give an advanced
primal starting solution for the problem that results by changing the identities of the anchor nodes and other nodes as indicated
above.

4 | EXTENSIONS TO EXPLOIT LINKED SEQUENCES

A more elaborate type of assignment model is possible for exploiting linked sequences of nodes that are considered likely to
belong to an optimal tour. Such linked sequences may be determined by a heuristic for choosing nodes that qualify most strongly
for retaining their current positions in a given permutation P, or may be determined by identifying sequences that often appear
in elite tours generated from past search efforts. In the latter case, these sequences may not all correspond to sequences from
a given permutation, though they must be disjoint in order to generate an assignment problem that produces a legitimate tour.
(Multiple sets of disjoint sequences may be identified from a collection of elite solutions as a basis for generating multiple
assignment problems.)

4.1 | Generalized ejection nodes

We exploit the linked sequences belonging to a given disjoint set by transforming them into generalized nodes, which, like
ordinary nodes, may be classified as either ejection nodes or anchor nodes. The generalized ejection and anchor nodes must
satisfy certain conditions that are more complex than those required for simple ejection and anchor nodes, but the resulting
assignment problem becomes capable of handling more complex constructions.

In this section, we restrict attention to the situation where generalized nodes are composed simply of ordinary nodes and
artificial nodes. In Section 5, we build upon the ideas presented here to examine the case where generalized nodes may contain
other generalized nodes within them.

The previous use of the asterisk was useful for visualizing the roles and placements of artificial nodes, but it is less convenient
for a general model description. Consequently, each artificial node i* will henceforth be assigned an index i > n without attaching
an asterisk to i. The full set of indexes is then given by N’ = {1, ..., n}, where artificial nodes are identified by N* = N' \ N
(hence the number of artificial nodes [N*| = n’ — n). Then the representation of the permutation P = (p (1), p(2), ..., p (@)
encompasses both ordinary and artificial nodes, and the identity of artificial nodes within the permutation is signaled by i € N*.3

Letp(h), p(h+ 1), ..., p(k)denote alinked sequence, which for convenience we represent by [A, k]. We call p (h) and
p (k), respectively, the initial and terminal endpoints of [h, k], and call all other nodes of [h, k] interior nodes. The initial and
terminal nodes p () and p (k) of [h, k], must be ordinary nodes rather than artificial nodes (hence, p (h), p (k) € N), and will
be designated as semi-anchor nodes, because they can be treated as anchor nodes relative to interior nodes of [/, k], though
not relative to exterior nodes (lying outside of [/, k]). The nodes p (k) and p (k) are excluded from being treated as ordinary

3 We refer to an artificial node i as an element of N* rather than by writing p (i) > n to emphasize its special status.
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ejection nodes since they must maintain their positions as the initial and terminal nodes of [h, k] and hence cannot occupy other
locations relative to their interior nodes.

With this understanding, we may select interior nodes of [k, k] to become ordinary ejection nodes by designating other
interior nodes of [, k] to be anchor nodes. For this, we apply the Assignment Legitimacy Rule which decrees that the two
nodes adjacent to each interior ejection node must both be anchor nodes. Hence, for example, if k = h + 2, which gives
[h, k] = (p(h), p(h+ 1), p(h+2)), then both p (h) and p (h + 2) are treated as anchor nodes relative to the interior of
[A, k] (but not relative to the exterior of [/, k]), which implies that p (h + 1) can be selected to be an ordinary ejection node.
Similarly, we may use the fact that p (h) and p (k) are treated as anchor nodes relative to the interior of [/, k] for the purpose
of inserting artificial nodes between two adjacent anchor nodes according to Principle 2. For instance, if k = & + 1, to give
[A, k] = (p (h), p (h+ 1)) then an artificial node can be inserted between p (h) and p (h + 1) to operate as an ejection node.
(In this case, [k, k] had no interior nodes until the insertion of the artificial node.)

Whenever an artificial node is inserted, we understand that the indexing of P is modified appropriately. For example,
in the case where an artificial node is inserted into [k, k] = (p (h), p (h+ 1)), the updated representation of [k, k] is
(p(h), p(h+1), p(h+2)) where p (h+ 1) is the artificial node and p (h + 2) is the node previously designated as p (& + 1).*
There is no requirement that any interior node needs to take the role of an ejection node, or that any artificial node needs to be
inserted within [/, k] and hence the option exists to treat all interior nodes of [/, k] as anchor nodes.

Generalized nodes of P can both be designated as either anchor nodes or ejection nodes according to the Assignment
Legitimacy Rule of Section 3 that requires the two nodes adjacent to each ejection node to be anchor nodes. When a generalized
node [A, k] is designated to be an anchor node, then both p (k) and p (k) may be considered as anchor nodes relative to
nodes exterior to [/, k] as well as relative to interior nodes of [h, k]. This produces the novel situation where nodes inside a
generalized anchor node [/, k] may include ejection nodes, and hence these nodes may be incorporated into an assignment (or
semi-assignment) mapping that replaces them with other ejection nodes, in spite of the fact that [/, k] itself is not mapped into
any other location. This in turn produces the further novel result that designating a generalized node [/, k] to be an anchor node
is in fact equivalent to specifying p (k) and p (k) to be anchor nodes. Consequently, for simplicity, we may henceforth consider
all generalized nodes to be ejection nodes, since all anchor nodes [/, k] can be disposed of by making p (k) and p (k) anchor
nodes.

Moreover, since the initial and terminal nodes p () and p (k) of an ejection node sequence [A, k] serve as anchor nodes
relative to the interior of [A, k], we do not have to impose the requirement that these [/, k] sequences all be separated from each
other, or from other ejection nodes, by anchor nodes in P. Specifically, we handle this possibility by removing sequences from
the tour represented by P that we do not separate from other ordinary or generalized nodes by anchor nodes, and designate these
to be non-tour sequences, and call remaining sequences four sequences. Upon removing the non-tour sequences, the reduced
P will be designated by P = (p (1), p(2), ..., p(ng)) with the usual convention that p (i + 1) = p (1) when i = ny and
p (i —1) =nywheni = 1. We continue the convention that predecessor and successor nodes of all nodes p (i) are represented
by p (i — 1) and p (i + 1), respectively, including nodes that belong to sequences we have represented by the notation [A, k].
A special exception occurs for non-tour sequences [4, k], for which the initial node p () has no predecessor p (h — 1) and the
terminal node p (k) has no successor p (k + 1).

However, the initial and terminal nodes p (k) and p (k) of non-tour sequences, like those of tour sequences, constitute
semi-anchor nodes, which operate as anchor nodes relative to all interior nodes of [k, k]. Likewise, the disposition of anchor
nodes and ejection nodes within a non-tour sequence satisfies the Assignment Legitimacy Rule that both nodes adjacent to each
ejection node must be an anchor node (where semi-anchor nodes fulfill the function of anchor nodes relative to the interior).

We impose a special requirement on the semi-assignment network created to handle the existence of non-tour sequences.
Let n* = |N*| denote the number of artificial nodes and let nt* denote the number of non-tour sequences. Then, we must
introduce enough artificial nodes (by designating enough adjacent ordinary nodes to be anchor nodes so they may enclose
artificial nodes between them) to insure n* > nt*. Then, the origin node for artificial arcs in the semi-assignment network
is given a supply of n* — nt*, which implies that at least nt* non-artificial nodes will be mapped into artificial nodes. This
operates in conjunction with other relationships indicated below to assure that non-tour sequences ultimately become part of the
tour P.

As an alternative to avoid the subtleties of treating non-tour sequences, if two adjacent sequences [/, k] and [q, s] in P are
both initially stipulated to be ejection nodes, and hence should be removed from P to become non-tour sequences, we can instead

4 Instead of re-indexing nodes p (i) in P, the adjacency relationships may be maintained by linked lists.
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change p (k) of [h, k] or p (gq) of [q, s] into an anchor node, thus leaving a reduced sequence [/, k — 1] which is separated
from [g, 5] by the anchor node p (k), or a reduced sequence g + 1, s] which is separated from [h, k] by the anchor node p (g).
(The reduced sequence [k, k — 1] or [q +1, s] may consist of only a single node p () or p (s).) On the other hand, if non-tour
sequences are extracted from different high-quality tours, then it may be natural to leave them outside of P.

Based on these observations, we employ the convention where (p (i) , p (j)) represents an assignment arc joining an ordinary
ejection node p (i) to an ordinary ejection node p (j), while (p (i) , [k, k]) represents an assignment arc from an ordinary ejection
node p (i) to a generalized ejection node [k, k] . Similar conventions apply to other cases to give assignment arcs represented
by ([h, k1, p () and ([h, kI, [g. s]). We understand that i = j and [k, k] = [¢, 5] are among the possibilities indicated (to
refer to the arcs (p (i), p (i) and ([h, k], [h, k]). By our convention concerning the ordering of P, we may always represent
the predecessor and successor nodes of a tour sequence [4, k] by p (h — 1) and p (k 4 1), respectively, even though these nodes
may also belong to different sequences.

We impose the added stipulation that no destination node represented by [A, k] or [q, s] can be a non-tour sequence. This
is essential in order to determine the proper cost of an ejection.

Expanded assignment problem cost rule (including generalized ejection nodes):

The assignment costs of the indicated classes of arcs when p (i) and p (j) are ordinary nodes (p (i), p (j) € N), and non-tour
sequences are not permitted to be destination nodes, are given by

dp@.p(M)=c(-D,p@)+c@®,pi+1)
dp@, [h kD=c@ph—-1,p@)+cp@p@, ptk+1)), [h k] is atour sequence

d(h, kI, p(N) =c@(G—D,ph)+cpk), p(G+1)
d(lh, k1, [g. s]) =c@@—=1D,ph) +cpk), p(s+1)), [g. s] is a tour sequence.

The costs when one or both of p (i) and p (j) is an artificial arc are given by

dp@).p)=cP(-=D,p@)+cpP®,.p(G+1D),p@ €N, p(j) eN"
dp@.p()=cp(—-—D.pGi+D),p@) eN,p()eN
dp@),p@)=cpi@—-1,pi+1D), p@i eN".

For the reasons discussed earlier, we do not consider arcs of the form (p (i), p (j)) where p (i), p (j) € N* and p (i) # p (j) .
The costs for arcs composed of generalized arcs and artificial nodes are given by

d((h, kI, p()) =cp(—D,pMm)+cp®k), p(+1), p() €N*
dip@, [h k)=cpt—1), ptk+ 1)), p@i) € N*, [h, k] an anchored sequence.

As before, if any of the arcs referenced by the TSP costs ¢ (_, _) do not exist in the TSP (ATSP), then the associated arcs of the
Assignment Problem likewise do not exist.

We introduce a special qualification for the case of the symmetric TSP. Here there are actually two possibilities for the
costs d ([h, k], p(j)), and d ([h, k], [q, s]) for assigning a sequence [h, k] to a location identified by p (j) or by [q, s]
when [q, s] is a tour sequence. Note that [k, k] can be reversed in the symmetric case, to produce a sequence [k, /]
from p (k) back to p (h), while still yielding the same sequence cost, that is, c[h, k] = c[k, h] where c[h, k] is the
sum of the costs c(p(h), p(h+ 1)), c(p(h+ 1), ph+2)), ..., c(pk—1), p(k)) and c [k, h] is the sum of the costs
cpk),ptk—=1)), ...,c(pth+2),pth+ 1)), c(p(h+ 1), p(h)). Consequently we may link the predecessor p (j — 1)
and successor p (j + 1) of p (j), respectively, to p (k) and p (h), instead of p (k) and p (k) , without changing the resulting tour
cost produced by the assignment, and the same is true in the case of linking the predecessor p (¢ — 1) and successor p (s + 1) of
[q, s] respectively to p (k) and p (h) instead of p (k) and p (k). Hence the cost d ([h, k], p (j)) (alternately, d ([h, k], [q, s]))
is defined to be the smaller of these two possibilities, while keeping track of whether the cost refers to [k, k] or [[k, A]].
Specifically, then, we may write
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d(lh, K1, p()) =Min(c(p(G—1D,p()+c@®) ., pG+1), cpG—1D,ptk)+cp®), pGi+1)),
d([h, k1, [q. s]) =Min(c(p(@—1),pm)+c@p®, ps+1), cplg—1),p&)+c@®,pls+1));

[g. s]is a tour sequence.

The fact that arcs (edges) defining one (or both) of the terms in the Min function may not exist must of course be taken into
account.

4.2 | Assignment problem construction for generalized nodes

We call the Assignment Problem that includes generalized ejection and anchor nodes, and hence that employs the differentiation
between interior and exterior nodes, the Interior-Exterior (I-E) Assignment Problem.

I-E assignment problem legitimacy restrictions
The arcs created for the I-E Assignment Problem must obey the following two restrictions in order to be legitimate.

(R1) No arc is permitted of the form ([%, k], p (j)) where p (j) is interior to [4, k]. Stated briefly, no arc can be created that
maps a generalized ejection node [A, k] into its own interior.

(R2) No cycle of arcs is permitted of the form ([A;, k1], p (j1)), ([h k2], p(2)), ..., ([h, k1, p (), where p (j,) is an
ejection node in the interior of [h;, k] and each p (j;) for i = 1 to r — 1 is an ejection node in the interior of [A;y1, kix1].

These restrictions apply equally to the case where p (j) or one or more nodes p (j;) are artificial nodes.

Restriction (R1) is irrelevant when [A, k] is an anchor node, because only ejection nodes are the first nodes in an arc pair
for the assignment problem. (In addition, as previously observed, a generalized anchor node [A, k] is equivalent to simply
designating p (h) and p (k) to be ordinary anchor nodes.) Likewise, (R2) is only relevant where each [4;, k;], fori = 1 to r, is
an ejection node.

To create a legitimate I-E Assignment Problem, we can immediately disregard all arcs prohibited by the restriction (R1).
We can then handle the elimination of arcs prohibited by (R2) by an extension of the approach used in [17]. In particular, we
order the [/, k] sequences so that the generalized arcs of the type ([4, k], p (j)), where p (j) lies in the interior of some sequence
[q, s] , form an acyclic graph.

The basic acyclic graph construction

In the present context, to create an acyclic graph ordering for the generalized ejection nodes, it suffices to choose any ordering
of the generalized ejection nodes [4;, k;], for i = 1 to r, where now r represents the total number of such nodes, and stipulate
that arcs of the form ([4;, k;], p (j)), where p (j) is an ejection node in the interior of some other sequence [Ay, k], are only
permissible if s > i. (This restriction handles (R1) as well as (R2).) The following illustration shows the basic construction.

An illustration

Consider the following anchored tour with generalized nodes indicated by square brackets.
(14, [2, 3, 4A, 5, 6],7A,[8, 9, 10],11A,12)

We use the notation [2# 6] and [8 # 10] to identify the generalized ejection nodes whose semi-anchor nodes are respectively
given by 2, 6 and 8, 10. Then the ejection nodes corresponding to this tour are as follows.

Ejection (Origin and Destination) Nodes

Positions : 1 2 3 4 5 6
[2#6], 3, 5, [8#10], 9, 12

The indicated positions are produced from the complete anchored tour by successively numbering the locations between adjacent
anchor nodes, where semi-anchor nodes are treated as anchor nodes relative to the interior of a generalized node. By convention,
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TABLE 1 Position mapping versus ejection node

mapping
Position mapping Ejection node mapping
Py — Py [2#6] — [8#10]
P, — Ps 3—>9
P3; — P 5—-3
Py — P3 [8#10] — 5
Ps — P 9 — [2#6]
P¢ — Pg 12 — 12

we assign a position number to the first (left) bracket of a generalized node, so that the complete tour above yields the following
equivalent assignment of positions.

Positions : 1 2 3 4 5 6
1A, [2,3,4A,5,6], 7A, [8,9,10], 114, 12

As noted above, all assignments are permissible except those that map a generalized ejection node into its interior and that
create a generalized cycle consisting of a sequence in which some generalized ejection node ultimately maps into its interior.
To create an acyclic graph for the generalized nodes, we will order them so that the one with the smaller interior comes first.
(This rule is an approximation to a more comprehensive rule indicated subsequently.) Consequently, in the present example,
the generalized ejection nodes are ordered so that [8 # 10] precedes [2# 6], and hence it is legitimate to map [8 # 10] into the
interior of [2# 6], but not to map [2 # 6] into the interior of [8 # 10]. Since a generalized node cannot be mapped into its own
interior, this yields the following.
Forbidden Mappings:

(1) Generalized nodes map into their own interiors: [2# 6] — 3;[2#6] — 5;[8# 10] — 9.
(2) [2# 6] maps into the interior of [8# 10] : [2#6] — 9.

Expressed in terms of positions, we can also write these forbidden mappings as follows, where “P” represents “Position.”

(1) Py = Py; Py = P3; Py — Ps.
2) Py — Ps.

The arrow (—) can be read either as “maps into” or as “ejects.” Note that “maps into” does not mean “maps into the interior
of,” since an assignment is interpreted in the sense of creating an ejection. That is, the mapped origin node occupies the position
formerly occupied by the destination node that is ejected, where this position is determined by the two anchor nodes adjacent
to the ejection node. (For example, [2# 6] — [8# 10] does not mean that [2 # 6] maps into the interior of [§ # 10], but instead
that it ejects [8 # 10] to occupy its current position P, between the anchor nodes 7A and 11A. Similarly, [8 # 10] — 3 means
that [8 # 10] ejects node 3 to lie in position P, between the semi-anchor node 2 and the anchor node 4A, in this case mapping
into the interior of [2 # 6] .) By implication, all assignments are legitimate in which an ordinary (non-generalized) ejection node
maps into (ejects) another ejection node, whether ordinary or generalized. An example of a complete legitimate mapping is as
in Table 1.

The corresponding network assignment model may be illustrated as in Figure 1(A), where dotted lines denote the forbidden
mappings and solid lines the complete mapping solution of the assignment problem. The resulting assignment gives rise to the
ejection chain neighborhood structure of Figure 1(B). As customarily viewed, an ejection chain may be defined by of series
of levels (L, ..., L;) representing tour sequences involved in the transition from one TSP (ATSP) tour to another in the
associated (assignment) neighborhood. In this representation, dotted lines denote edges that are deleted from the current tour,
diagonal solid lines the edges added by the ejection move at the corresponding level, and horizontal solid lines the tour edges
retained after the assignment. In general, one edge in the position-mapping assignment solution corresponds to one level in
the associated ejection chain graph structure and the solution of an assignment neighborhood may generate multiple disjoint



GLOVER ano REGO W l L EYH

L1
L2
L3
L4

L5

(8)

FIGURE 1 (A) Position mapping network assignment problem. (B) Ejection node mapping

ejection chain subgraphs each one representing a legitimate neighborhood. Individual ejection chain structures obtained from
an optimal assignment do not overlap and their union gives the complete structure for the optimal local move. In our example,
the assignment P, — P4 generates a separate ejection chain structure on its own; however, its illustration is irrelevant since it
corresponds to the self-ejection of node 12, and therefore makes no change to the solution.

To complete the illustration, consider the tour in Figure 2(A) with nodes distributed randomly on a circle and links as in
the given anchored tour. Figure 2(B) shows the result of performing the ejection chain of Figure 1(B) on the initial tour of
Figure 2(A). Dotted lines in Figure 2(A) denote edges deleted at each level of the ejection chain while the solid edges in Figure
2(B) (not in the tour of Figure 2(A)) are those added at the corresponding levels. We consider that edges at level 1 are the deleted
edges of level 5.

This gives the resulting anchored tour:

(14, 9, 7A, [2,5,44A, [8,3,10], 6], 11A4,12)

Note that the tour produced by this mapping contains a generalized node embedded in another. We handle the case where we
start from this more general construction in Section 5.

For the model indicated by the preceding illustration, when the graph G for the TSP/ATSP is sparse, some orderings of
the generalized ejection nodes can eliminate numerous assignment arcs from consideration, and can even produce assignment
problems without feasible solutions, and hence it can be useful to select an ordering that will yield a maximum number of

| P e PN
‘C\ !
~
~ 1

\

FIGURE 2 (A) Initial tour. (B) Resulting tour
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assignment possibilities. For this purpose, let S; (#) denote the set of interior ejection nodes p (j) of [h, k] that receive arcs of
the form ([q, 5], p (j)) for g # h. Let n; (h) = |S; (h) | and let n, (h) equal the number of generalized ejection nodes [g, s] for
g # h that are origin nodes of arcs ([g, s], p () for p (j) € S; (h). Finally, let n (h) = Min (ny (h) , ny (h)).

Then we propose a heuristic to maximize the number of possible assignments produced by the acyclic graph by ordering
these sequences so thatn (hy) < --- <n(h,).

This approach can be modified to account for the fact that the assignment problem has no feasible solution unless all
of the non-tour sequences [A, k] can find a “home” by being mapped into the tour P. Such a mapping can either be direct
by means of arcs ([, k], p () or ([h, kI, [g. s]) where p (j) or [g, 5] is in P, or can be indirect by a succession of arcs

([hi, k1, p (o), i = 1,..., v (starting with [h, k] = [h, k]) such that each node p (j;) is an ejection node in a non-tour
sequence [h;,, k;.1], and such that finally [A,,, k,,;] maps directly into P. Since no non-tour sequence can be a destination
node, all of the non-tour sequences [4;, k;] fori = 1,..., v 4 1 will therefore map into P and remain there.

Any acyclic graph ordering of the sequences to handle restriction (R2) will assure this latter outcome provided a feasible
assignment exists, and hence a heuristic way to maximize the possibility of a feasible assignment is to first introduce an ordering
n(hy) < --- < n(h,~) over the nt* non-tour sequences [h, k], ..., [h.*, k], and then order the remaining tour sequences
to become [4;, k;] fori > nt* (eg, choosing the ordering n (h,+,1) < --- < n(h,)). While it is easy to specify conditions to
assure an ordering of the sequences that will provide a feasible assignment when G is a complete graph, such a luxury does not
exist in the case of a sparse graph. For this reason, an intelligent heuristic procedure can be valuable to improve the likelihood
of obtaining an ordering that is feasible. (We observe that feasibility is always assured if all sequences are tour sequences, since
a tour sequence can map into itself, which is an inducement to minimize the number of non-tour sequences by absorbing them
into P with the introduction of appropriate anchor nodes.) The strategies in the Appendix include observations applicable to the
case of generalized nodes, thus affording ways to generate good candidates for anchor nodes in this case, to account for both
flexibility and cost considerations.

Finally, by analogy to the approaches in Sections 2 and 3, we may apply an iterated process of solving a succession of
assignment problems by converting ejection nodes to anchor nodes, and vice versa, via the application of Principles 1 and 2,
in the representation of the solution to the previous assignment problem. Once an A-Tour is thus established, a new collection
of sequences selected to become generalized ejection nodes may be handled by the procedures indicated above. An option is
to seek to include new sequences that consist of nodes lying outside of sequences in the previous A-Tour (used to create the
current assignment solution), subject to the operation of Principles 1 and 2.

S | GENERALIZATION TO INCLUDE GENERALIZED NODES WITHIN
OTHER GENERALIZED NODES

The I-E Assignment Problem of Section 4 generalizes the Cascade Assignment Problem of [17] in several ways, notably by
allowing ordinary nodes to be assigned new positions inside of generalized nodes and by introducing the distinction between
ejection nodes and anchor nodes. It can be shown, for example, that the Cascade Assignment Problem results by treating
all ordinary nodes as anchor nodes with artificial nodes separating each pair, and treating all generalized nodes as non-tour
sequences without embracing the possibility of treating a collection of them as tour sequences as well.

However, the full generalization of the I-E Assignment Problem goes somewhat further to allow generalized nodes to be
embedded in other generalized nodes. Thus, both tour sequences and non-tour sequences can have other sequences inside of
them, although sequences inside a non-tour sequence must be designated as tour sequences.

To set the stage for this generalization, we require a more general notation.

We represent an ordinary (non-artificial) node p (k) as a “degenerate” (single node) sequence [4, h]. As before, we assume
the permutation P is indexed so that the indexes of ordinary and artificial nodes within a generalized node [/, k] are consecutive;
thatis, [A, k]identifies asequence (p (h), p(h+ 1), ..., p (k)) where the initial and terminal nodes p (/) and p (k) are ordinary
nodes.

An ordinary node can be either an ejection node or an anchor node, but an artificial node is always an ejection node,
and is only created for the purpose of separating two adjacent anchor nodes. (Consequently, an artificial node automatically
satisfies the Assignment Legitimacy Rule that requires both nodes adjacent to an ejection node to be anchor nodes.) On the other
hand, a generalized node for a non-degenerate sequence [k, k] (for 4 < k), can only be an ejection node since as previously
observed, such a sequence becomes equivalent to a generalized anchor node simply by changing p (%) and p (k) into anchor
nodes.
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Although it is conceivable to have a situation where a generalized node [/, k] contains other generalized nodes in a structure
such as ([hy, k1], ..., [h,, k.]) where h; = h and k, = k, and where each [A;, k;] itself may contain other generalized nodes,
we observe that [A, k;] as a unit must be a semi-anchor node and is not permitted to be an ejection node. The same is true for
embedded units [4;, k;] such that h; = h.

The Assignment Problem Legitimacy Restrictions (R1) and (R2) for this general case are similar to those for the less general
form of the problem described in Section 4. To state these restrictions, we define a sequence [4, k] to be interior to another
sequence [q, s] if g > hand k < s. We exclude the possibility that g = & or k = s, or in other words we do not allow two
sequences to intersect unless one lies completely inside the other. It may be noted that our designation is transitive; that is, if a
sequence [v, w] is in the interior of [%, k] and [A, k] is in the interior of [A, k], then it follows that thatg > vandw < s, and
hence [v, w] is in the interior of [q, s]. Similarly, we define an ordinary or artificial ejection node p (j) to lie in the interior of
[q, s] if ¢ > j > s. This also embodies a transitive relationship: if p (j) is interior to [k, k] and [A, k] is interior to [q, s], then
p (j) is interior to [g, s] as well.

Generalized assignment problem legitimacy restrictions.

(GR1) No arc is permitted of the form ([, k], p (j)) or ([h, k], [q, s]) where p (j) or [q, s] is interior to [A, k].

(GR2) No cycle of arcs is permitted of the form ([Ay, ki1, p (1)), ([h, k2], p (), ..., (ks k1, P (), where p (j,)
is an ejection node interior to [A;, k] and each p (j;) for i = 1 to r — 1 is an ejection node interior to [A;,, ki ]. More
generally, noting that p (j;) can be represented by [q,-, s,«] for g; = s; = ji, no cycle of arcs is permitted of the form
(thi, ki1, [q1. s1])s ([hes k21 [g20 52]). --o (Lhes &1, [45s s0]). where [g,, s.] is interior to [hy, k;] and each [g;, si]

fori = 1 tor — 1 is an ejection sequence (degenerate or non-degenerate) interior to [, k;1]. (By implication, since they
have interiors, the sequences [h;, k;] fori = 1 to r + 1 are non-degenerate.)

The acyclic graph construction to enforce (GR2)

Once again, to identify an appropriate acyclic graph construction, we now let r denote the total number of non-degenerate ejection
sequences, which we represent by [4;, k;], fori = 1 to r. In the general case we stipulate that arcs of the form ([h,—, ki1, [q,-, s,-]),
where [q,-, s,—] is a degenerate or non-degenerate sequence in the interior of some non-degenerate sequence [h;, k], are only
permissible if s > i. This restriction handles both (GR1) and (GR2).

Further, to specify a useful heuristic ordering when the graph G for the TSP/ATSP is sparse, let S; (h) denote the set of
ejection nodes [u, v] interior to [4, k] that receive arcs of the form ([q, s] , [u, v]) for g # h where [q, s] is not degenerate
but [u#, v] may be degenerate. Let ny (h) = |S; (h) | and let n, (h) equal the number of non-degenerate ejection nodes [q, s] for
q # h that are origin nodes of arcs ([q s] , [u, v]) for [u, v] € S (h). Finally let n (h) = Min (n, (h), ny (h)).

By these definitions, a heuristic to maximize the number of possible assignments produced by the acyclic graph is to order
these sequences so thatn (hy) < --- < n(h,).

Once more, this can be modified to account for the fact that the assignment problem has no feasible solution unless all of the
non-tour sequences [/, k] can be mapped into the tour P, either directly or indirectly. Specifically, a heuristic to maximize the
possibility of a feasible assignment in the presence of non-tour sequences is to first introduce an ordering n (h;) < --- < n (h,x)
over the nt* non-tour sequences [A, k1], ..., [Au*, ku+], and then order the remaining non-degenerate tour sequences to
become [A;, k;] fori =nt*+ 1, ..., r.Feasibility in the general case is automatically assured if all non-degenerate sequences
are tour sequences (hence no non-tour sequences exist, since the latter are non-degenerate by definition). Nevertheless, it can
be useful to establish a heuristic order of the non-degenerate tour sequences to yield a larger number of potential assignments
in the network semi-assignment problem.

6 | CONCLUSIONS

The generality achieved by differentiating among ejection nodes, anchor nodes and generalized (non-degenerate) nodes, where
the latter can take the form of tour and non-tour sequences, makes it possible to encompass a range of network models for traveling
salesman assignment neighborhoods that go significantly beyond those previously considered. The inclusion of considerations
relating to sparse TSP/ATSP graphs further expands the relevance of these neighborhoods for applications that are likely to
arise in realistic settings.
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From the standpoint of applications outside of the traveling salesman domain, the proposed network assignment models
can be applied with minor modification to classical vehicle routing problems where multiple tours are created that begin and
end at specified hub nodes. In this setting, ordinary and generalized ejection nodes can be mapped not only within a given tour
but across different tours. For example, in this fashion our approach can also be integrated with those of [4] and [22] for the
quadratic assignment problem or those of [21] and [5] for vehicle routing.

More complex versions of vehicle routing problems may be addressed by imposing additional restrictions on the arcs created
in the network assignment problem, and by using the resulting assignment solutions as starting points for post-processing methods
to assure that all necessary constraints are satisfied.

We observe that the methods we introduce follow a long tradition of using network-based models and methods to explore
the notion of combinatorial implosion to facilitate the solution of complex combinatorial problems. Prominent examples in the
context of neighborhood search are the use of very large-scale neighborhood search (VLNS) techniques introduced in [1, 2] and
procedures for exploring combinatorial leverage in ejection chains methods as introduced in [7, 9] and in related constructions
in [14]. Although these methods share in common the use of network optimization models and solution methods to find the best
moves in (exponentially) large neighborhoods in polynomial time, they also significantly differ in a number of fundamental
principles, primarily related to the form in which those neighborhoods are constructed.
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APPENDIX: HEURISTICS FOR CHOOSING A GOOD COLLECTION OF ANCHOR NODES
FOR THE MODEL OF SECTION 3

Anchor nodes for the Assignment Problem Model of Section 3 may be chosen according to two main criteria.

Flexibility: We consider a model to be more flexible if it has a larger number of assignment arcs (p (i), p (j)) where p (i)
and p (j) are ordinary (non-artificial) nodes. This consideration is relevant for graphs that are not complete, and particularly for
large sparse graphs. Thus, in the case of the symmetric TSP, a natural heuristic for selecting anchor nodes is to choose at least
[n/2] nodes that have the fewest incident edges to become anchor nodes (to maximize the number of incident edges remaining
for nodes designated to be ejection nodes). Alternatively, in a sequential process for the symmetric TSP, let 6 (i) = the number
of edges in A incident to node i, excluding edges incident to nodes already selected to be anchor nodes. Then, the first step
simply chooses a single node to be an anchor node with a fewest number of incident edges, and then selects additional nodes i
that minimize 6 (i) at each step.

To decide when to stop, on each step let i; denote the winning node i yielding the smallest 8 (i) value, and let i, be the node
that yields the second smallest (or the same) value of 6 (i). Also, let 6* be the smallest value of 8 (i) over all previous choice
steps (which in fact will be the smallest 6 (i) value on the first-choice step). Then, the decision of when to stop the process after
having selecting [7/27] nodes depends on whether 6 (i;) remains close to 6 (i,) and relatively close to 8*. We may also select an
upper bound on the number of anchor nodes permitted overall, and on the number of anchor nodes permitted to be successively
adjacent (a number that could equal 2 if Principle 1 is followed).

For the ATSP, let 0 (i) = Min (6, (i), 6, (i)) , where 6, (i) = the number of arcs from A of the form (p (j), p (i)) and
6, (i)) = the number of arcs from A for the form (p (i), p (j)) .

In the case where generalized ejection nodes are included, as in Section 3, the value [n/2] is replaced by [ny/21], where
ny = n; + ny + n3 and n; = the number of nodes excluding generalized (sequence) nodes, n, is the number of tour sequences,
and n3 = the sum of the number of interior nodes in each sequence (either tour or non-tour). In this case, since a tour sequence
[A, k] is considered an ejection node, its incident edges from A are those of the form (p (j), p (h)) and (p (k) ,p (j)) while a
non-tour sequence has no incident edges.

A more advanced approach for choosing anchors, both for the symmetric and asymmetric case, is as in Figure A1, using a
stopping criterion analogous to the one described above.

Cost: Following a design similar to the one based on flexibility, we may identify a proxy cost, proxy (p (i)) (which is expressed
in terms of p (i) rather than i), for each node p (i) not yet selected to be an anchor, given by proxy (p (i)) = c(p (@ — 1), p (@) +
cp@, p+1)—(G @)+ 8 (p (@), where §; (p (i) is the mean of the three smallest values ¢ (p (j), p (i)) where node
p (j) is not adjacent to node p (i) (hence j # i — 1 or i 4+ 1) and j is not one of the anchor nodes previously chosen. The
value 8, (p (i)) is defined similarly relative to values ¢ (p (i), p (j)). (Of course, more or less than three smallest values may be
chosen, and a convex combination other than the mean may be used. Then, the candidate node p (i) with the smallest value of
proxy (p (i)) is the one chosen to become an anchor node. To reduce computation, an approximation to &; (p (i)) + &, (p (i)
can be generated by a pre-processing step, which disregards the restrictions on j.) The decision of when to stop results by using
proxy (p (i)) in the same way as 0 (i) is used in the approach for choosing anchor nodes based on flexibility.
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Start with the set of anchor nodes empty.
Repeat until a stopping condition is satisfied
Set Max = 0 and iBest = 0.
For each node p (i) that is not an anchor node:
Set6;, = 6, = 0.
For each j # i such that p(j) is not an anchor:
If arcs (p(i — 1), p(j)) and (p(j),p(i)) both existin 4, set 6; = 6; + 1.
If arcs (p(i),p(j)) and arcs p(j,j + 1) both exist in 4, set 6, = 6, + 1.
Endfor
Set = Min(64,6,).1f 6 > Max then set Max = 6 and iBest = i.
Endfor
Add iBest to the set of anchor nodes.
End

FIGURE A1 Advanced version of choosing anchors based on flexibility

Start with the set of anchor nodes empty.
Repeat until a stopping condition is satisfied:
Set Min = alarge positive value and iBest = 0.
For each node p (i) that is not an anchor node:
Set Suml = Sum2 = 0, and choose a small positive integer k (e.g., k < 5).
For each j # i such that p(j) is not an anchor:
If arcs (p(i — 1),p(j)) and (p(j), p(i)) both exist in A, compute
Proxyl = c(p(i—1),p()) + c(p(),r(®)

and keep track of the k smallest Proxy1 values over the nodes j examined.

Endif
If arcs (p(i),p(j)) and arcs p(j,j + 1) both exist in A, compute
Proxy2 = c(p(D,p()) + c(@U),p( + 1)

and keep track of the k smallest Proxy2 values over the nodes j examined.

Endif
Let Sum1 = the sum of the k smallest Proxy1 values saved,
and Sum2 = the sum of the k smallest Proxy2 values saved.
Let Sum = Suml + Sum2 (or Sum = Max(Suml, Sum?2).If Sum < Min,
then set Min = Sum and iBest = i.
Endfor
Endfor
Add iBest to the set of anchor nodes.
End

FIGURE A2 Advanced version of choosing anchors based on cost

The cost-based version of the preceding advanced approach for flexibility is as in Figure A2.
Clearly a combination of the flexibility and cost criteria can be employed for selecting anchor nodes as well, as by computing
0, and 6, at the same time as computing Proxy1 and Proxy2, and redefining Proxyl := Proxyl —w8, and Proxy2 := Proxy2—wo0,

for a chosen weight w.



