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This paper presents a tabu search approach for optimizing the link capacities in a dynamic
routing telecommunications network. The traffic between any two nodes in the network is
routed over a one-link direct path or, if no direct capacity is available, over a two-link
alternate path. The alternate routing paths can be changed dynamically from hour to hour
as the traffic between pairs of nodes may vary with the time of day. The problem is to
determine the optimal capacity level for each link in the network to minimize cost while
satisfying the grade-of-service constraints. Although the problem can be formulated as a
nonlinear integer programming problem, no efficient solution procedures are available. In
this paper, we develop a two-level tabu search heuristic for solving the problem that utilizes
probabilistic move selection and coordinated solution recovery strategies. The macro level
of the algorithm iteratively determines an hour for possible improvement and then the micro
level seeks to optimize the routing paths for that hour. Our computational experience with
both real and simulated problems indicates that significant savings can be obtained by this
approach over the conventional network designs.

1. Introduction

We consider the problem of designing a least-cost telecommunications network
where the alternate routing paths can be changed dynamically from hour to hour. The
telecommunications network under consideration comprises a set of nodes representing
electronic switches, and a set of links representing the direct trunk groups between the
switches. The capacity or size of a link is given by the number of trunks or channels
available in the corresponding trunk group. The traffic loads between pairs of nodes,
which may vary with the time of day, are measured in erlangs (the call arrival rate
multiplied by the average call duration). When a call arrives between two nodes, it
will always attempt to use the direct link between them first, and if all the direct trunks
are busy, then it will be rerouted to a designated alternate routing path if available.
The call will be blocked and lost from the network if both the direct link and the
alternate routing path are not available.
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As in traditional telephone network design, the links in the network are classified
either as “high usage” or “final” in our model. However, their status can now be
changed dynamically from hour to hour. Within each hour, the final links have no
alternate routing paths and any overflow from them will be blocked and lost. In
contrast, each high usage link will have exactly one two-link alternate routing path
composed of final links. The alternate routing path for each high usage link can also
be changed dynamically from hour to hour. Restricting alternate routing paths to have
exactly two final links not only is preferable from a management and cost point of
view (see [2]), but also makes the design problem tractable. In addition, we stipulate
that the percentage of the traffic on a high usage link which will be overflowed to its
associated alternate routing path cannot exceed 50%, as explained in section 2.

Given the indicated network architecture, the accompanying network design prob-
lem is to determine the optimal link capacities and the routing plan for each hour to
minimize total trunk cost, subject to the grade-of-service (GoS) constraint. The GoS
constraint requires that the percentage of calls blocked in each hour for each node
pair should be less than a pre-specified number (usually equal to 1%). Given the traf-
fic load offered to a capacitated link, the expected call blocking percentage (blocking
probability) can be calculated by the famous Erlang-B formula or Wilkenson’s formula,
depending upon whether the traffic is random or rough (see [8]).

Significant cost savings are expected from the foregoing network design, as com-
pared to the traditional fixed routing network architecture, since the link status and
alternate routing paths can now be changed dynamically based on the changes in traf-
fic pattern from hour to hour. Ash et al. in [2] have proposed a dynamic routing
and network design paradigm called Dynamic Non-Hierarchical Routing (DNHR) that
provides even greater flexibility. However, the proposed link capacity optimization
problem is exceedingly difficult to solve and the suggested routing schemes would re-
quire advanced switching software capabilities to implement. By contrast, our model
can be easily implemented in today’s heterogeneous local switching environment (with
only limited one-time software cost) and does not require any changes from the cur-
rent traffic routing control schemes. On the other side, Rosenberg [12] has addressed a
more restricted design model (Fixed Hierarchical Routing) where all alternate routing
paths are fixed and pass through a designated tandem switch for the entire network.
A special nonlinear programming algorithm was proposed to solve the corresponding
link sizing problem. This is the type of traditional network design that our new model
attempts to improve.

In this paper, we develop a Tabu Search (TS) approach for solving the network
design problem just described. TS is a modern heuristic that has proven effective
for many combinatorial optimization problems. Comprehensive overviews of TS are
given, for example, in [5,6]. In recent years, a growing number of TS applications
have appeared in the area of telecommunications. Such applications include bandwidth
packing [10], path assignment for dynamic routing [1], SONET ring design [9], hub
facility location [13] and digital data service network design [16,17]. However, none of
these applications addresses complex communication network design problems with
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difficult (nonlinear) GoS constraints. Motivated by this challenge, we undertake to
develop an efficient and effective two-level TS method for this problem,

Our paper is organized as follows. The mathematical formulation of the problem
is presented in the next section. Section 3 describes the two-level TS heuristic and
examines several relevant issues such as probabilistic move selection, neighborhood
structure, move evaluation, solution recovery strategy, and long term memory. In
section 4, we report computational results on both real and randomly generated data.
Algorithmic analysis of the various components of the heuristic is also provided. In
the concluding section, we summarize our methodology and findings.

2. Mathematical formulation

In this section, we formulate the multi-hour dynamic routing network design
problem as a nonlinear integer programming problem. First, we introduce two basic
trunking formulas that will be used to formulate the GoS constraint. The call blocking
probability for a link with capacity z and a random traffic load p can be calculated
iteratively by the well known Erlang-B formula as follows:

Bs, = {1 if 2 = 0,
P =\ pBz—1,0)/(pB(z —1,p) + 2), ifz=1,2,....

As stated earlier, the overflow from a high usage link will be rerouted on its
alternate routing path. The statistics of the overflow were established by [14]. Given
the capacity 2 and random traffic load p for a high usage link, let U(z, p) and V(z, p)
be the respective mean and variance of the resulting overflow traffic. Then

U(z, p) = pB(z, p),
V(z,p)=U(z,0)[1 — Uz p) + p/(z+ 1+ Uz, p) — p)].

The overflow traffic is always rough, that is, the variance is greater than or equal
to the mean. The call blocking probability for a link with capacity z and rough traffic
of mean p and variance v can be calculated by using Wilkenson’s formula [11,15]

Wz, p,v) = B(z+ 7., p'),

where p' = v +3r(r — 1), 2 =p'(p+7r)/P+r—1)—p—1 with r = v/p.
Wilkenson’s formula also includes the case of random traffic, since v = p (which
is true for Poisson arrivals and exponential call holding times) results in W (z, pyV) =
B(z, p). For the rough traffic, where z’ may not be an integer, the Erlang-B formula
must be extended to handle the non-integer values. For that, we adapt an approximation
proposed by Farmer and Kaufman [3] that calculates the B(z, p) as follows:

Bee,py = [ 1/5 fo<z<1,
PPZ Y pBz~ 1,p)/(0B(z ~ 1,p)+ 2), ifz>1,
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where
S =0.711093(1 + 0.415775/p)* + 0.278518(1 + 2.29428 / p)y?
+0.010389(1 + 6.28995/p)*.

To establish a mathematical formulation of the problem, we also need the fol-
lowing notation:

N: the set of nodes in the network;

E: the set of node pairs (links) in the network;

P,: the set of feasible two-link paths connecting link e;

P: the set of all feasible two-link paths in the network, equal to | J Pe;

H: the set of hours;

a.: the current number of trunks on link e;

b:  the point-to-point Grade-of-Service requirement in terms of call blocking prob-

ability;
ce: cost of adding a trunk of link e;
den: the traffic demand in erlangs of node pair e in hour h;
bep: 1 if link e is contained in path p, O otherwise.
The decision variables of this formulation are:

zph a binary variable equal to 1 if path p is used for alternate routing traffic in hour A,
and 0 otherwise;

yer a binary variable equal to 1 if link e is high usage, and O if link e is final in
hour A;

z. an integer variable representing the number of additional trunks required for
link e;

f.r, a nonnegative variable representing the mean of the total traffic load offered to
link e in hour A;

ger, @ nonnegative variable representing the variance of the total traffic load offered
to link e in hour h.

With the preceding notation, our network design problem can be stated as follows:

Formulation 1

Minimize
D ceze e
ecE
subject to:
Zmphzyeh, ecE, he H, 2)

PEPE
tph <1—gen c€p pEP, heH, )
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den + Z Z 5epxphU(aw + 2y, dwn) = fen, e€E, h€ H, 4)
WEE peEPy,

den+ D Y beptpnV(@w + 2w, duwn) = gen, €€ E, h € H, (5)
weE pePy,

Wiae + ze, feh,geh) <b+ 0.5 - b)yeh, e€lb, he H, (6)

zpn € {0,1}, p€ P, he H, 7

y6h€{0’1}7 eEE, hEH, (8)

ze €{0,1,2,...}, e€FE. )

In this formulation, the objective function (1) seeks to minimize the total costs
of adding trunks to the network. Constraint (2) specifies that one path is designated
as an alternate routing path for a link if and only if that link has a high usage status
in the given hour. Constraint (3) indicates that a high usage link cannot be used in an
alternate routing path, thereby only final links can be used for rerouting traffic. Note
that in this constraint, link e represents an edge contained in path p. Constraints (4)
and (5) calculate the mean and variance of the total traffic loads offered to each link
in each hour. If the link is a high usage link, the mean and variance are then equal
to the original traffic demand d.;. If the link is final, but is not used for an alternate
routing path, then its traffic load is random, and the mean and variance of the traffic
are also equal to d.p. If the link is final and is part of at least one alterhate routing
path, then it receives additional rough traffic overflowed from other high usage links.
The means and variances of the overflows are added to the original traffic dp.

Constraint (6) specifies the GoS constraint. For a final link (y.;, = 0), the
call blocking probability must not exceed b, the required GoS. For a high usage link
(Yer, = 1), the blocking probability cannot exceed 0.5, indicating that no more than
50% of the traffic demand is allowed to be rerouted along its alternate routing path.,
This is because the alternate routing path contains two final links whose blocking
probabilities are less than b. So the blocking probability for the path is less than 2b.
Overall, the call blocking probability for each demand in each hour is guaranteed to be
at most b, which is typically 1%. The feasible value of z, is then determined through
this GoS constraint.

The nonlinear and non-convex functions U, V and W in the constraints make
the problem very hard to solve. There are no known efficient exact methods to solve
this type of problem, and hence the focus of this research is to develop an effective
heuristic for solving it.

We observe that constraints (2) and (3) can be separated for different hours, while
constraints (4)—(6) are bound by the same 2z, variable, which is time invariant. If we
introduce u,p as the minimum number of trunks required for link e for traffic in hour
h subject to the GoS constraint, and replace z, by maxpc g uepn, We have the following
formulation.
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Formulation 2

Minimize
!
Zcegg}){({ueh} 19
eel
subject to:
> Th=Yen e€E, heH, @)
pEP,
xphgl_yeh, eepypeprheH! (3,)

dep + ;E EZP 6epmphU(aw + Iglea;}{uwh}, dwh) = feha ecE, he H, (4/)
wEE pE P,y

dep -+ Z Z 6epmphv<aw + I;Pe%{uw’l}’ dwh) =gen, ¢€E, he H, (5/)

weE peP,y,
W(ae + Uehs fens Gen) < b+ (0.5 — b)yen, e€ E, h€ H, 6
zon € {0,1}, p€eP, he H, (7
yen € {0,1}, e€ E, he H, (8"
uep € {0,1,2,...}, e€ E, he H. 9

Clearly, formulations 1 and 2 are equivalent, but the latter contains more integer
variables. Nevertheless, formulation 2 is helpful for identifying a convenient neighbor-
hood space for moving from one solution to another. Therefore we use formulation 2
to explain our TS algorithm in next section.

3. A tabu search method

Tabu search is an iterative method which incorporates traditional local search
methods, but is capable of escaping the local optimality encountered by local search
heuristics. TS operates through neighborhood moves, that proceed from one to another
solution at each iteration. Some moves are marked as tabu and such moves are
forbidden unless they lead to highly desired solutions. Let z_now and z_best be the
solution at the current iteration and the best solution found so far, ster be the current
iteration counter, and T'abu(iter) represent the set of tabu moves at iteration iter, we
provide a semantic procedure for basic TS algorithm.
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Step 0. iter = 0; initialize x_now; z_best = x_now; Tabu(iter) = &.

Step 1. Construct a list of candidate moves from the neighborhood of z_now.
Evaluate each candidate move.

Step 2. If a move is in T'abu(iter), but leads to a highly desired solution, per-
form the move, update z_now, and go to step 3. Otherwise, select
the non-tabu move with the highest evaluation. Perform the move, and
update x_now.

Step 3. If x_now is better than x_best, update x_best.

Step 4. If stopping criteria are satisfied, terminate with z_best. Otherwise,
iter = iter 4 1; update T'abu(iter); go to step 1.

Note that the above procedure only illustrates the very basic TS algorithm. There
exists numerous advanced strategies that can effectively enhance the basic TS. To
describe our TS heuristic for this network design problem, we first introduce neigh-
borhood moves, and then address other important issues such as move evaluation,
probabilistic move selection, periodic solution recovery strategy and memory struc-
ture.

3.1. Neighborhood move

Tabu search provides a guiding process for proceeding iteratively from one so-
lution to another by moves in a neighborhood space. Desirable features of a “good
neighborhood” include the following considerations: (1) the new solution is easily de-
rived from the previous solution; (2) the cost of the new solution can be efficiently
calculated or estimated; (3) the neighborhood size is moderate so that the “best” solu-
tion can be selected efficiently. This last feature is more important to tabu search than
to some other approaches, because TS is an aggressive procedure that seeks “best”
moves with highest evaluations. (Evaluations are modified based on history and other
strategic considerations, and hence they do not necessarily correspond to customary
objective function evaluations.) For this reason, TS sometimes introduces special can-
didate list strategies to reduce the neighborhood size and focuses the search on the
promising areas.

Our network design problem involves a multi-hour period, but the links in the
network can be changed from high usage links to final links, or vice versa, from hour
to hour. If we restrict the moves to the intra-hour activities, the resulting problem
(containing constraints (2')-(9") with fixed h) becomes much simpler. For that reason,
we define the neighborhood move as a two-level mechanism. At the macro level, we
evaluate the potential improvement of each hour due to the current link status, routing
plans and capacities, and select an hour for further optimization by the micro level. At
the micro level, we apply neighborhood moves which change the link status, routing
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plans and capacities within the selected hour to minimize the cost of (1"). The micro
level itself is managed by a TS process applied to the subproblem of the given hour.
When the termination condition for the micro level is satisfied, the best solution found
in that micro level is returned. The status of the links, and the routing paths and
capacities from that solution, are used to evaluate the moves in the macro level and to
select another hour for the micro level until the termination condition for the macro
level is satisfied.

We use a mix of two types of neighborhood moves in the micro level for a given
hour: flip moves and swap moves. A flip move simply changes the status of a link,
from high usage to final, or vice versa. The swap move exchanges the status of two
links which do not have the same status. It can be viewed as a composite of two flip
moves. A flip move of changing a final link to a high usage link may be illegal since
it may not yield a feasible alternate routing path. Such an outcome can also render a
swap move illegal. In our approach, we ignore illegal moves.

Because a swap move involves a more significant change (and hence requires a
more complex evaluation of its consequences), we perform it more sparingly in the
search process. In particular, we apply it chiefly to achieve effects of perturbation and
conditional oscillation. A perturbation step is made by executing a swap move once
for every certain number of elementary (i.e., flip) moves. The conditional oscillation
step is designed to achieve a greater intensification of the search, by executing swap
moves for some number of iterations when the search cannot improve the solution for
a pre-defined duration. :

This mechanism of blending different neighborhood moves has proved effective
and efficient in a prior application [16,17], where we found that a dominant reliance
on the simpler moves, when handled intelligently, produced good decisions with only
occasional reliance on more complex moves. Note that executing a series of moves
at the micro level can result in creating a “highly structured” neighborhood which
contains a very limited range of move possibilities, after a number of iterations. This
is because in our network, each high usage link has one alternate routing path that
is composed of two final links. For a fully connected network (clique graph), one
high usage link can have up to |[N| — 2 candidate alternate routing paths if all links
constituting these paths are final. With the progression of the algorithm, as certain
links become high usage links, a new high usage link has less “freedom” to select the
final-link alternate routing path. On the other hand, some final links may be heavily
employed (by being incorporated in one of the two-link routing paths by multiple high
usage links). The moves of changing these final links to high usage links are often less
appealing, since these moves are very likely to destroy the solution structure established
by earlier moves. Furthermore, the move of changing a high usage link to a final link
is also generally less appealing, as it does not take advantage of alternate routing by
using the cheaper capacities on the two final links of its alternate routing path. In
sum, the formation of this highly structured neighborhood requires a mechanism for
a “restructured move” which has a diversification effect, allowing a direct jump to a
new neighborhood. We perform this restructured move to overcome the increasingly




J. Xu et al. / Tabu search for dynamic routing network design 63

restrictive neighborhood by using the periodic solution recovery strategy which we
describe later.

3.2. Move evaluation

We first describe the move evaluation for the macro level. For the current solu-
tion, we evaluate the move of selecting hour h by calculating the cost of >, & Coten
for each h. Note that this value is not equivalent to the objective function of (1’),
and actually, maxp¢ H{Zee E Celien} is the lower bound of the objective function
Y ecr Maxper{ceUen}. (This outcome is a direct consequence by applying Jensen
inequality.) However, the value of ) . p ceuen, provides a good approximation of
how much potential savings can be produced by optimizing the routing plan in the
micro level. This is because, to reduce the objective function, some term from the
collection yielding maxpefr { cetep, } must be reduced. The problem on the macro level
is to select the hour with the highest value of ), 5 ccuen Which therefore tends to
offer the highest potential savings for the subsequent micro level optimization. This
move evaluation works well with the probabilistic move selection rule we incorporate
in our design, as described subsequently.

For the given hour at the micro level, once the link status and routing paths are
determined, the associated cost can be calculated. We undertake to minimize this cost
by the flip and exchange moves. For ease of exposition, we use a triple (z, y, 2) to
represent the high usage link x and two final links y and z which are composed of
the alternate routing path for x at a given hour h. Below we first describe the three
fundamental operations employed in our move evaluations.

3.2.1. Fundamental operations

Final link operation. This operation is executed for given hour h when a high usage
link is changed to a final link, or the traffic load on a final link is changed. For the
given traffic load on a final link e, the number of additional trunks required, u.p, can be
determined by the inequality W(ae + Ueh, feh, gen) < b. If the value of maxpe gy {uen }
is changed by the newly determined w.p,, the objective function of (1) will be changed
and can be corrected easily.

Triangle operation. 'This operation involves a triple (e, €1, €2);,. We seek the optimal
value of wepn, which in turn determines the percentage of rerouted traffic, and the
resulting w1 5 and uep values, Let A’ denote the hour where the maximum number
of trunks are required for link e, that is, A’ = argmaxy,c ;;{u.s}. The triangle operation
is only performed for A such that u.p = uens. Otherwise, we could always utilize uep/
trunks for an high usage link e at hour h without increasing the cost for link e. But
since link e has more capacity, it will reduce the amount of rerouted traffic to link el
and e2, thereby reducing u.; n and ues p, and finally may reduce the objective value if
Uel h, OF Uer p, Teduce the value of maxpcp{uen} or maxpepr{ue2pn}, respectively.
When a triangle operation is to be executed, it is obvious that the maximum
possible value . of uen can be determined by the inequality B(ae + eh, den) < b.
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We set the minimum possible value of ., denoted u,,, equal to max{uy,u, }, where
u; is determined by the smallest value satisfying the inequality B(a, + ug,dep) < 0.5,
and u, is the maximum number of trunks required for final link e over other hours if
any, that is, 4y = maxpey {Uep | yen = 0}. Let cost represent the objective function
value for the current solution, and min_cost be the minimum cost over the solutions
generated by the operation. We also denote opt_val to be the optimal value for ueh-
An outline of the triangle operation is presented as follows. The operation uses one
dimensional search over the variable u,;, to minimize the associated costs.

min_cost = +o0o;
opt_val = +o0;
For i = %y, to u,, step = —1, do
Uep = 1;
recalculate U(a, + ten, dep) and V(ae + uep, dep);
recalculate felhs Gel by fe2n and Ge2h;
execute final link operation to link el and e2:
adjust cost;
if cost < min_cost do
min_cost = cost;
opt_val = 1,
End if
End For

Inter-hour operation. ~ Although the neighborhood move is restricted to intra-hour link
changes, the number of trunks required in other hours will still be affected in some
cases (however, the link status in those hours is not affected). Suppose for a link e
in hour A, u.y, is changed by final link or triangle operations and creates a new value
for maxpepr{uen}. If in hour hy (hy # h) there exists a triple (e, el, €2)p,,, then the
statistics of the rough traffic offered from link e to el and €2 in hour h; have been
changed. So the values fein, gein, fezr and gep need to be recalculated and a final
link operation is thereby required to adjust the number of trunks required for link el
and €2 at hour hy.

Since the inter-hour operation will change the number of trunks required for some
links in other hours, those changes may in turn require further inter-hour operations,
so some cycling may occur. We refer to cycling as a process where a change in the
value of maxpe fr{uep } results in a chain of inter-hour operations, and finally alters the
value of maxpepr{ucp} itself. A simple example is given in figure 1. In this example,
there are two triples (e, €1, €2);,, and (el, e, e2)y, where hy # hy. In this situation, if
we sufficiently increase u.p, (Which equals maxyc g {uep}), then e hy and ueop, will
be decreased. Suppose previously Uelhy, = MaXpeH{Ue1n}, and the new wuerp, and
maXpepr{uer 1} are decreased, so Ueh, and u,; p, will be increased due to the inter-hour
operation. If wup, > Ueh,» then ugp, becomes the new maxpecg{uen}. Therefore, a
cycle is created.
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—— Final Link

- High Usage Link

€ €

Hour A, Hour A,

Figure 1. An example of cycling.

To avoid cycling, we check to see if the value of maxyc g {uep} has been changed
after a chain of inter-hour operations. If so, we then repeat the same process to adjust
the affected link capacities. However, this adjustment process raises the issue of a
potential infinite loop. There are two possibilities: one is as shown in the example in
figure 1, which enhances the initial change after each cycle of inter-hour operations.
The second possibility, which we refer to as a paradox, is the opposite. In a paradox,
if we increase maxpcp{ucn} at the beginning of a cycle, the chain of inter-hour
operations results in decreasing maxpcp{u.pn} at the end of the cycle. Then for the
next cycle, since maxpepg{uer} is decreased, the chain of inter-hour operations will
increase maxpepr{uen}. Therefore, if the value of maxpep{uey} on two consecutive
cycles does not converge, an infinite loop is possible. An example is given in figure 2.
In this example, if we increase the capacity of el in hour hy, after the chain reactions
in hours hj and hs, finally u.;p, is decreased.

To handle a paradox, we define a simple adjustment operation as follows.

Anti-paradox operation. For each cycle of a paradox that starts and ends with link
e in hour h, denote the starting and ending capacities as uep, and u'ep, respectively
(ueh # U ep). Then u'ey, is adjusted as

I : !
Ueh = Ueh if Uep < Ugp.

We have the following two propositions regarding the two types of cycles.
Proposition 1. An infinite loop does not exist for a cycle that has an enhancing effect.

Proof.  Assume that an infinite loop exists. Then in the sequence of the links whose
capacities are changed due to the chain inter-hour operations, there must exist a high
usage link e and a final link el in hour h, where el is a part of the alternate routing
path for e. Suppose the capacity of e is increased. Then w,;p, is decreased. wp, will
keep increasing because of the infinite loop, so we;p will be decreased until it is
less than maxp ¢ H.h#h{Uern}. Thus, the condition for the inter-hour operation does
not hold, and the cycle is thereby terminated. For the case where u,; is decreased,
when uep < maxpcpy posn{ten )}, the cycle is also terminated. This contradicts the
assumption that the loop is infinite. a




66 J. Xu et al. / Tabu search for dynamic routing network design

— Final link
eb
el HU link

+ Capacity increasing

c4 - Capacity decreasing
Network Topology
el _.‘bb eb
s -
e4
Hour h2 Hour h3 Hour hl

Figure 2. An example of paradox.

Proposition 2. Anti-paradox operations will terminate an infinite loop caused by a
paradox.

Proof. For an infinite loop, there must be a cycle such that the ending capacity on an
affected link is less than its starting capacity. By applying the anti-paradox operation
on this cycle, the ending capacity on that link is equal to the starting capacity, and
hence the condition for the subsequent inter-hour operation does not hold. Thus, the
loop is terminated. |

3.2.2. Evaluation procedures
We describe the evaluation of the different types of moves using the operations
described above.

Changing from high usage to final. If there exists a triple (e, el,e2), and the high
usage link e is changed to final in hour h, the rerouted traffic previously produced
by e, with mean U(ae + maxper{Uen}, den) and variance V(ae + maxpeH{Uen}, dep)
should be subtracted from the links el and e2. Final link operations are applied to
links e, el and e2 at hour h, and inter-hour operations are also applied if necessary.
Furthermore, since e has now become final, it may combine with another final
link (say, €3) to form a new alternate routing path for a high usage link (say, e4), that
is, (e4, e, e3). To evaluate this option, we record the current objective value as cost
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and min_cost, and find all possible candidates for €3 and e4. For each possible triple,
we first adjust the traffic loads on the two previously associated alternate routing path
links for e4, and apply the final link and necessary inter-hour operations on them. Then
the triangle operation and possible inter-hour operations are executed for (e4, e, €3). If
the resulting cost is better than min_cost, we update min_cost as the current cost and
record the new solution as min_sol. After evaluating all feasible triples, if min_cost is
better than cost, then the solution min_sol is accepted, and min._cost is the evaluation
of this move. Note in this procedure, e may be considered as a component of multiple
alternate routing paths.

Changing from final to high usage. If a final link e in hour h is changed to high
usage, several actions are needed. First, if e is a component of some alternate routing
paths, that is, there exist some triples (el, e, €2)p, then for each of these triples, the
high usage link el must find a replacement for its alternate routing path since e is not
final. For that, the rerouted traffic from el must be removed from both e and €2, and
final link and necessary inter-hour operations are also performed on e and e2. Then,
for each of other possible triples (el, e3, e4), with respect to high usage link el, the
triangle and necessary inter-hour operations are executed. The best triple from these
candidate triples is selected. If no feasible triple is found for el, then the move is
currently considered illegal.

After successfully replacing all alternate routing paths involving e, link e becomes
a high usage link and it become necessary to select an alternate routing path. For each
feasible triple (e, €5, e6)y, the triangle operations and possible inter-hour operations
are executed, and the best triangle is selected to provide the basis for the move to the
next solution. If there is no such feasible triple, then the operations do not result in a
legal move.

Swap move. If a high usage link el is exchanged with a final link €2 in hour h,
we first evaluate the move of changing el to a final link, then evaluate the move of
changing e2 to a high usage link, in that hour. The resulting cost is the evaluation
of the swap move. If the move of changing €2 to be high usage link is found to be
illegal, then the swap move is also illegal.

3 .3.4' TS memories

One of the fundamental characteristics of TS is its use of adaptive memory,
which is often subdivided into the classifications of short term memory and long term
memory. Short term memory is employed to prevent the search from being trapped
in a local optimum, and to introduce vigor in the search process. Long term memory
is used to handle more advanced issues, and particularly to support intensification and
diversification strategies.

Short term tabu search memory. Short term memory typically records the most recent
changes of selected solution attributes. Tabu restrictions are imposed by reference to
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this memory to forbid the new solutions generated from changing these attributes back
to their previous status for a specified duration. This automatically avoids re-visiting
the previous solutions for the period that the tabu restriction is in effect (and generally
for a significantly longer period), forcing the search to depart from the local optimum
in the short term and greatly diminishing the chance of cycling in the long term.

The TS restriction we impose for moves of hour selection on the macro level
is to classify those hours fabu that had been selected in the recent past. For moves
of changing link status in the micro level, we impose restrictions that ensure a move
cannot be “reversed”. In particular, if the move is to change y.p, from 1 to 0, we forbid
Yeh to change back to 1 for a specified duration (number of iterations). On the other
hand, if the move is to change y.p from O to 1, moves of changing v, back to O ar¢
not allowed for a specified duration. For swap moves, we impose these restrictions on
moves in both directions. If a high usage link el is exchanged with a final link €2 in
hour h, the restriction inhibits moves that change link el back to high usage and link
€2 back to final.

The duration of a given restriction is determined by a parameter called tabu
tenure, which identifies the number of iterations a particular tabu restriction remains in
force. Dynamically generated tabu tenures, which vary randomly within a small range
for each iteration, often prove more robust. We apply different intervals for moves at
the macro and micro levels. The range of the interval is proportional to |H| for macro
level moves and proportional to |E| for micro level moves.

Tabu restrictions can be overridden if the move under consideration is highly
desirable. We simply override the restriction if the current candidate move would lead
to a new best solution.

Short term memory can be efficiently implemented using the following memory
structure. Let macro_iter and micro_iter denote the current iteration counters on the
macro level, and the micro level, respectively, and let tabu_hour(h), tabu_final(e) and
tabu_high_usage(e) denote the future iteration numbers where the restrictions of a
move to select hour h, to change link e to final and to change link e to high usage
take effective respectively. Similarly, let macro_tabu_tenure and micro_tabu_tenure be
the values of tabu tenures generated at the current iteration for the macro and micro
levels. Initially, tabu_hour(h) is set to zero for all hour h, and macro_iter starts at one.
The short term memory on the macro level is updated by the following operation, upon
executing a move that selects hour h:

tabu_hour(h) = macro._iter + macro_tabu_tenure.

Thus, hour h is considered tabu to be selected whenever macro_iter <
tabu_hour(h). Every time the macro level determines an hour, a micro TS process
is launched for that hour. Then, we initialize tabu_final(e) and tabu_high_usage(e) to
zero, and start micro_iter at one. When the TS restriction is imposed, we update the
memory as follows:

e tabu_final(e) = micro_iter -+ micro_tabu_tenure (for the move of changing link e to
high usage, to prevent e from changing back to final),
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e tabu_high_usage(e) = micro_iter + micro_tabu_tenure (for the move of changing link
e to final, to prevent e from changing back to high usage).

Similarly, the TS restrictions at the micro level are enforced when micro_iter <
tabu_final(e) to prevent the move of changing link e to final, and when micro_iter <
tabu_high_usage(e) to prevent the move of changing link e to high usage.

Long term TS memory. The long term TS memory we employ makes use of a fre-
quency based memory structure to achieve a diversification effect, encouraging the
search to explore regions less frequently visited..

We use two measures to record the number of times each link e is final and high
usage for the given hour h. Let i"?(e, h) and fMoh-usa%e(e h) be these two frequency
measures (which are initially set to zero). Once a move is selected (as described in
section 3.4), then these values can be easily updated as follows:

o ffirdl(e, h) = fi"al(e h) 4+ 1 if the move is to change link e to final in hour h;
o fhigh-usage(g h) — fhigh-usage(g 1y 1 1 if the move is to change link e to high usage
in hour h,

These measures are then normalized to lie in the interval [0,1] by dividing by
maxece {f"™ (e, h)} or maxecg {{9"-¥529¢(g h)}, respectively. This normalized value is
then linearly scaled by a selected constant to create a penalty term. The penalty term is
added to the corresponding move evaluation so that the frequency factor is taken into
account in the move selection procedure. For a swap move, the penalty is calculated
as the average of the two penalties for its two constituent partial moves.

We only implement long term memory on moves at the micro level. This is be-
cause long term memory implementation normally requires the frequency information
to be collected over a sufficiently long search history to assure reliability. Also for that
reason, we use the long term memory globally, that is, frequency information is col-
lected cumulatively from the beginning. When micro_iter is reset to zero, all associated
ffinal (g, h) and fMah-Usage (g, h) values are not reinitialized to zero. It should be noted that
this is a thoroughly elementary use of frequency based memory, designed strictly for
diversification, without any counterbalancing consideration of intensification effects.
A more advanced strategy would “oppose” these frequencies with frequencies based
on the number of times particular attributes are found in elite solutions, where such
solutions may be differentiated by clustering. (See, e.g.,[5].)

3.4. Probabilistic move selection

After all moves from the candidate set are evaluated, we select a promising one
and make this move, and then progress to the next iteration. We use a probabilistic
selection mechanism to pick a move based on its evaluation.

Probabilistic move selection [4] provides a useful variant of TS choice strategies
that has been successfully applied in solving general 0—1 mixed integer programming
problems [7] and digital data service network design problems [16,17]. Research
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discloses that in certain contexts probabilistic choices, if used properly, can signiﬁcantly
improve the performance of TS over the use of deterministic choices (which always
select the admissible move with the best evaluation).

The basic idea of probabilistic move selection is to map the “goodness” of the
move into a probability while taking appropriate account of the tabu mechanism and
aspiration criterion. In this application, we apply the probabilistic move selection in
the following simple form.

Step 1. Evaluate all candidate moves. Select a base probability value p. The
moves that are classified tabu are assigned penalties to reduce the eval-
uation they would otherwise receive, except that a move that leads to
the new best solution is not penalized.

Step 2. Take the move with the highest evaluation. If the move leads to a new
best solution, accept it and exit;

Otherwise, continue to step 3.
Step 3. Accept the move (identified in step 2) with probability p and exit;
If the move is rejected (with probability 1 — p), go to step 4.

Step 4. If all moves are examined, accept the first (highest evaluation) move
and exit. Otherwise, go to step 2.

The probabilistic move selection is applied on both macro and micro levels. It
has an evident diversification role and the value of p determines the degree of this
diversification effect. On the macro level, since the neighborhood is small (involving
only |H| moves), and the evaluation gaps are large due to the demand variation among
hours, the probability p should be made relatively large value to favor the highly
evaluated moves. On the other hand, moves at the micro level should be subjected to
greater degrees of diversification as the algorithm progresses. (Recall that the micro
level moves will create highly “structured” neighborhoods.) Thus, p should be varied
and reduced dynamically with time. Our computational experience in the next section
shows the benefits of the use of probabilistic move selection in the present setting.

In our implementation, since the neighborhood for moves on the micro level
is moderately large, the foregoing procedure can be simplified by just considering a
reduced number of moves for probabilistic selection. For example, we keep a list of
the top ten highest non-tabu move evaluations. If after all neighborhood moves are
evaluated, and no new best move is selected, then the probabilistic selection is used to
select a move from the list. The probability of selecting one of the moves in this top
ten list is 1 — (1 — p)'°. This probability is 0.972 for p = 0.3, and 0.99 for p = 0.4,
(Recall that the first element of the list is selected if a pass is made without otherwise
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making a selection, and thus by restricting the list to size 10 we slightly increase the
probability of choosing the first element.)

3.5. Periodic solution recovery strategy

In contrast to a random restart strategy which returns to an initial “null” state
and constructs a new starting solution randomly, our solution recovery strategy instead
jumps directly to a solution found previously in the search. We then reactivate the tabu
search from this recovered solution, but allow the method to generate a new memory,
and therefore to follow a new path.

Recall that the moves on the micro level are likely to create a highly structured
neighborhood that significantly reduces the number of legal moves and thereby makes
it difficult to improve the solution quality. This limitation requires effort to “restruc-
ture” the neighborhood, which can be accomplished by our periodic solution recovery
strategy.

The implementation of our solution recovery approach is straightforward. We
start from a solution called the base solution. After certain number of iterations of
tabu search, the current solution is recovered from this base solution and the TS process
continues. For the macro level, the base solution is the initial solution used to launch
the search, while for the micro level, it is the current macro level solution (which also
serves as the initial solution for the minor level). Of course, the recovery frequencies
on these two levels are different. At the time of solution recovery, all associated tabu
restrictions are overridden and reinitialized. We anticipate that our use of probabilistic
move selection establishes an implicit diversification effect that additionally decreases
the likelihood of duplicating the previous search trajectory (or any significant portion
of such a trajectory). The gradual reduction of the p value in the micro level as
described above also strengthens this effect.

4. Computational results

We conducted benchmark tests of our TS algorithm on data drawn from a real
problem and the two sets of simulated problems. The real problem involves a seven-
node fully connected network (with 21 undirectional link in total) that operates over
a time horizon of six hourly periods. The cost of each link is proportional to the
Euclidean distance between its two end nodes. The directed traffic on a link during a
given hour varies from 8 to 300 erlangs, and the existing capacity of a link varies from
13 to 251 trunks. In addition, one node is a tandem node through which traffic along
other node pairs can be rerouted, as in the fixed-routing model in Rosenberg [12].

The two sets of simulated problems have the same network topology and time
horizon as the real problem. Each set consists of five randomly generated problems,
each based on a different random number seed. For the first set, the node coordinates
are randomly generated from a 100 x 100 square, and the directed traffic on each link
for each hour and the capacity for each link are generated uniformly to lie between
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90% and 110% of their corresponding values in the real problem. The costs of the
links are calculated in the same way as in the real problem. The five problems in the
second set are generated similarly, except that the link costs are randomly generated
directly from the interval [10,100]. Therefore, the triangle inequality that holds for
the real problem and the first set of problems may not hold for the second set of
problems. Finally, the call blocking probability of GoS, which we have denoted by b
is set to 1%.

We first construct a simple initial solution in which all links are given a final
status for every hour. This solution is therefore referred to as the “direct” solution
and its cost is easy to compute. Starting from this initial solution, our TS algorithm
performs 100 iterations at the macro level, where each macro level iteration launches
500 iterations at the micro level. The solution recovery strategy is executed every ten
iterations at the macro level to recover the direct solution. When the search at the
micro level cannot improve the current best solution for the most recent 55 iterations,
the micro solution recovery step is cartied out to recover the initial solution of this
micro level. The move selection probability at the macro level is chosen to be 0.5.
Each time the micro level search starts, the move selection probability p at this level
is initialized as 0.3. However, we reduce p by 0.025 each time the solution recovery
strategy is activated at the micro level to produce more diversified effects.

The tabu tenures are generated uniformly from the intervals [1,3] and [3, 10] for
moves at the macro level and for moves at the micro level respectively. In addition,
at the micro level, the switch moves are performed once every ten iterations, or for
three consecutive iterations if the search fails to improve the current best solution in
the past 50 iterations. The long term memory, which employs the global frequency
information, becomes effective after the first 500 iterations in the micro level (one
iteration in the macro level). The frequency is normalized to a number between zero
and two (the maximum frequency is set to be two), and is added to the corresponding
move evaluation as a penalty. These parameter values are chosen empirically based
on several initial runs of the method on the real problem. An effort to fine-tune
these parameters (for example, using the systematic procedure based on statistical
tests described in [18]), may significantly improve the performance of our algorithm.

The move evaluations require a very heavy use of the Erlang-B formula, and this
formula is very time-consuming to execute due to its “iterative” nature. To speed up
the algorithm, we pre-compute B(z, p) for all possible z and integer p values and store
the outcomes in a table. For each call of the Erlang-B formula, we then only need to
consult the table by rounding z and p to appropriate integer values. (Our preliminary
computational experience shows that this allows the algorithm to run eight to ten times
faster, without noticeable loss of accuracy, than by calculating B(z, p) on-line.) All
computational experiments are conducted on a Sparc 20 Sun Workstation.

We first present the computational results for the real problem. Table 1 lists the
objective value obtained by our dynamic routing algorithm, the total run time of our
algorithm, the time used to obtain the best solution, the objective function value of the
“direct” solution, and the objective function value of the “fixed-routing” solution. (The
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Table 1
Test on the real problem.
Dynamic Total Time for Direct  Fixed-routing
routing  time best solution solution solution

41418.09 52:41 47:25 45569.59  43268.32

Table 2
Tests on various components.
Comparison Objective function value CPU time
Our algorithm 41418.09 52:41
No MIST 41715.99 53:17
No MAST 41931.55 1:18:29
No MISR 41763.87 2:02:56
No MASR 42022.95 1:06:09
No ASTSR 42022.95 5:18:21

fixed-routing solution is obtained by rerouting all overflow traffic between two non-
tandem switches through the tandem switch for.) The computational times reported do
not include the time for pre-calculating the Erlang-B formula (which requires about 20
minutes on the same machine). However, the time required for reading the Erlang-B
data from a file (which lasts about 3.5 minutes) is included.

Table 1 shows that our algorithm solved this complex network design problem
in reasonable amount of time and achieved a cost saving of 9.11% over the direct
solution and a cost saving of 4.28% over the fixed routing solution. Note that the
saving is only achieved over a six-hour period. This indicates that the cuamulated cost
saving can be more significant in practice over a longer period of time.

To further investigate the relative contributions of the various components of our
comprehensive TS algorithm, we conducted a series of tests which disabled one at a
time, the micro short term memory (MIST), the macro short term memory (MAST),
the micro solution recovery strategy (MISR), the macro solution recovery strategy
(MASR), and all short term memories and solution recovery strategies on both the
macro and micro levels (ASTSR), respectively. The last case represents a local search
enhanced by the probabilistic choice rules, which works much better than the simple
traditional local search. We list the objective function values and CPU times of these
tests in table 2 in comparison to the comprehensive TS algorithm.

Several observations on these results are relevant. First, the comprehensive al-
gorithm evidently outperforms all of the simplified algorithms, indicating that the TS
short term memories and periodic solution recovery strategies on both the macro and
micro levels are effective and necessary. It should be noted that these components
are also efficient, leading to significant CPU time savings. The savings are especially
evident when compared to the local search approach (which excludes all short term
memories and solution recoveries). Without the assistance of short term memory on
the macro level, the same hour can be selected more than once in succession due to the
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Figure 3. Effect of solution recovery.

large selection probability we employ, and such repeated selection can waste a lot of

time. On the other hand, the periodic solution recoveries can significantly reduce the
number of futile move evaluations, especially the time-consuming triangle, inter-hour
and anti-loop operations.

We now compare the search progress of our comprehensive TS algorithm with that
of the version without the macro solution recovery strategy to illustrate the effectiveness
of our periodic solution recovery strategy. Figure 3 plots the ratio against the iteration
number at the macro level. The bold line represents the progress by our complete
algorithm while the dotted line indicates the run by the algorithm without the macro
solution recovery. The solution ratio on the vertical axis represents the ratio of the
objective function value of the current micro level solution over the objective function
value of the best solution found by our comprehensive TS algorithm (41418.09).

Figure 3 clearly demonstrates that the comprehensive TS algorithm dominates the
variant without the periodic solution recovery strategy. The macro solution recovery
is carried out for every ten iterations and the best solution is obtained at the 90th
iteration. Due to the assistance of the probabilistic choice rules and the TS memory,
the solution recovery does not cause the search to become trapped in a prior search
track. On the other hand, the algorithm without the macro solution recovery strategy
fails to improve after eleven iterations. This validates our conjecture of the “highly
structured neighborhood” property that is produced for this kind of problem, and also
proves that an appropriate solution recovery strategy is an effective tool to combat this
property and locate better solutions throughout the search process.

We also tested the influence of the probabilistic choice rules. In these exper-
iments, we replace probabilistic selection rule by a deterministic version (with an
acceptance probability p = 1.0) for the macro level, micro level and both levels, re-
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Table 3
Tests on probabilistic choice rules.

Our Deterministic on Deterministic on Deterministic on No gradual

Result algorithm macro level micro level both levels reduction
Cost 41418.09 41753.38 41653.98 41743.22 41786.00
Time  52:41 54:30 49:02 51:14 43:35
Table 4
Tests on the first problem set.

Test Dynamic Total Time for Saving over Saving over
problem routing time best solution  direct solution  fixed-routing
1 103166.84 58:41 34:39 9.73 2.95
2 103285.16  1:47:09 1:24:34 13.79 8.50
3 141668.64 51:31 46:22 8.92 2.34
4 108810.66 46:19 32:25 8.57 3.18
5 102842.19 51:48 - 19:39 7.54 3.23

Average — — — 9.71 4.04

spectively. In addition, we further tested our algorithm without using the gradual
reduction of the selection probability. We report the outcomes of these tests in table 3.

From table 3, we see that the probabilistic choice rules are effective in diversifying
search on both levels, and the approach of gradually reducing the selection probability
on the micro level significantly strengthens this diversification.

Finally, we report the results of applying our algorithm to the two randomly
generated problem sets. The link cost of the first problem set is proportional to
its Euclidean distance and satisfies the triangle inequality, whereas the link cost in
the second set is selected randomly. The outcomes are displayed in tables 4 and 5,
respectively. We also calculated the percentage cost savings achieved by our dynamic
routing algorithm over the direct solutions and the fixed routing solutions.

The results in tables 4 and 5 are generally consistent with the outcomes obtained
for the real problem. Some test problems require somewhat larger CPU times, but
yield consistently larger cost savings as a result. In addition, the cost savings on
the third set are better than those on the second set, indicating that the link cost
structure has an evident impact on the achievable savings. The random link cost
instances provide greater potential cost savings via rerouting traffic on the alternate
routing paths. Compared with the direct solutions which do not have a traffic rerouting
mechanism, our algorithm achieves 9.71% average cost savings for problems with
link cost based on Euclidean distance, and achieves 13.06% average cost savings for
problems with random link costs. In comparison to the fixed-routing solutions, our
algorithm obtains 4.04% and 8.13% average cost savings on the second and the third
problem sets, respectively, demonstrating that the “dynamic” nature of our model and
solution approach to this problem is indeed effective. Finally, we observe that the cost
savings achieved by our dynamic routing algorithm over the direct solution is more
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Table 5
Tests on the second problem set.

Test Dynamic  Total Time for Saving over  Saving over
problem  routing time  best solution direct solution fixed-routing
1 35988091  47:16 13:14 14.71 12.63

2 324596.28  48:56 32:47 11.62 6.74

3 299981.18  54:00 16:12 11.58 3.42

4 311331.88  45:33 40:05 11.83 7.16

5 359958.31 1:09:14 1:01:37 15.57 10.71
Average — — — 13.06 8.13

consistent than the cost savings achieved by the fixed-routing solutions, indicating that
our algorithm has greater performance stability than the fixed-routing algorithm.

5. Conclusion

In this paper, we apply TS to a multi-hour dynamic routing communication net-
work design problem, which can be formulated as a non-linear integer programming
problem. We decompose the problem into several subproblems where each represents
the network for a specific hour as a basis for a two-level TS approach. The macro
level determines the hour for optimization while the micro level seeks the optimal
routing plan for that specific hour. We further employ probabilistic selection rules to
diversify the search and the periodic solution recovery to overcome the generation of
highly structured neighborhoods. Short term and long term memories, probabilistic
move selection, and periodic solution recovery are employed at both levels.

We tested our algorithm on a real seven-node local telephone network. Our
algorithm finds a superior solution within very reasonable CPU time, yielding a 9.11%
cost saving over the direct solution, and a 4.28% cost saving over the fixed-routing
solution. Furthermore, tests of our algorithm on two randomly generated problem sets
confirmed the ability to obtain significant average cost savings. The outcomes show
that our algorithm is an effective tool to solve this type of network design problems.

We also conducted a series of algorithmic experiments to determine the contri-
butions of various components of the TS algorithm. We found that the probabilistic
TS alone can improve the solution quickly at the beginning of the search process. The
appearance of highly structured neighborhoods which constrains promising neighbor-
hood moves and make it hard to obtain improvements, is effectively overcome by the
periodic solution recovery strategy. We find that the key for obtaining the most effec-
tive TS is to integrate its fundamental components, such as TS memories, probabilistic
choice rules and the periodic solution recovery strategy.

As a foundation for future research, we anticipate that the appreciable gains we
have obtained over the standard direct solution and fixed-routing solution can be further
improved, especially for larger and more difficult problem instances, by incorporating
TS strategies based on sequential fan candidate lists and path relinking (e.g., [4]).
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