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We present a study of using tabu search to solve a specific network design problem
arising in the telecommunication industry. We develop a tabu search heuristic for this
problem that incorporates long-term memory and probabilistic move selections. Com-
putational results show that the new heuristic consistently outperforms the best local
search currently available, with significantly increased performance differences on more
difficult problems.

1. Introduction

The Steiner tree-star (STS) problem is an optimization problem arising in a
real-world application in private data network design (see Lee et al. [6]). The connec-
tions of such a network are permanent and its transmission facilities are dedicated,
enabling it to transfer digital data with less interference and greater security than
switched service. The design problem involves a finite set of existing hubs with
bridging facilities (called Steiner nodes) and a finite set of customer locations (called
target nodes). First, some of the hubs are chosen to be active subject to the restriction
of forming a spanning tree whose structure permits every two active hubs to
communicate with each other. Each hub has a fixed bridging cost for being chosen
active and each link (edge) has a connection cost for being included in the associated
spanning tree. Second, each customer location must be connected with exactly one
active hub (which incurs a linking cost), thereby permitting every two customers to
communicate with each other via the hub network. All line connecting costs are
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distance sensitive and are calculated according to the tariff charges established by
the Federal Communications Commission (FCC). The more detailed discussion of
the problem are included in [6,8,9]. The objective is to design such a network at
minimum cost.

This problem was first proposed in [6], where the authors showed that the STS
problem is strongly NP-hard. They also identified two mixed zero—one integer
programming formulations for this problem. Following this study, a specialized exact
method was developed by Lee et al. [7]. As in most other applications involving
strongly NP-hard problems, the computational complexity of the problem limits the
size of problems that can be solved optimally. In practice, the exact method is notable
for being able to solve 100-node instances of the STS problem, but encounters severe
difficulties for problems beyond that size. The design of an efficient heuristic therefore
becomes of paramount importance for dealing with problems of larger sizes.

Section 2 of this paper describes a tabu search based heuristic for the STS
problem and examines several relevant issues. In section 3, we briefly report compu-
tational results on both simulated test data and real data.

2. The TS based heuristic

Tabu Search (TS) is a metaheuristic that proves effective for many combinatorial
optimization problems (see [1-3,5]). The basic TS approach is an adaptive memory
procedure which proceeds as follows. At each iteration, a set of candidate neighbor-
hood moves are evaluated which lead from the current solution to a new solution.
Restrictions are imposed to classify certain moves tabu and this forbid (or discourage)
their selection. Conventionally, a non-tabu move with a highest evaluation is selected,
although aspiration criteria permit sufficiently attractive moves to be selected in spite
of their tabu status.

Tabu status and aspiration levels characteristically operate through short-term
and long-term memory mechanisms, which function either deterministically or
probabilistically. The search terminates when the designated termination condition is
satisfied. In what follows, we describe a specific tabu search heuristic for the STS
problem. For fuller details of the method in general, we refer readers to [3].

2.1. THE NEIGHBORHOOD MOVE AND ITS EVALUATION

The STS solution is effectively determined by its associated active Steiner node
set, since once this set is given, every target node is optimally linked to its closest
active Steiner node (i.e., the one that gives a minimum cost connection for the target
node). Consequently, we focus our search on finding the best active Steiner node set,
and design our neighborhood of possible moves based on this set. We define three
types of moves for the STS problem: (1) constructive moves which transfer a selected
Steiner node from the inactive subset (denoted as A) to the active subset (denoted
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as A); (2) destructive moves which transfer a Steiner node from A to A; (3) pairwise
exchange (swap) moves which exchange one active Steiner node with one inactive
Steiner node.

We consider constructive and destructive moves as the elementary moves in
the search process. Since a swap move involves a more significant change in the
spanning tree (and hence requires a more complex evaluation of its consequences),
we perform it more sparingly in the search process. In particular, we apply it chiefly
to produce periodic perturbation and conditional oscillation. A perturbation step is
guided by swap moves and executed once for every certain number of iterations. The
conditional oscillation step is designed to achieve a greater intensification of the
search, by executing swap moves for some number of iterations when the search
cannot improve the solution for a pre-defined duration. This two-level mechanism
proves effective and efficient in our application, since we find that a dominant reliance
on the elementary moves, when handled intelligently, yields good decisions with only
occasional reliance on more complex moves.

Once the subset A is determined, the cost of the associated STS solution can be
calculated by: (1) constructing a minimum spanning tree over A and identifying the
resulting cost, and (2) linking every target node to its closest Steiner node and finding
the sum of the resulting connection costs. Note that the second part can be easily
implemented. For the first part, although the minimum spanning tree problem can be
solved trivially over set A, it is very expensive computationally to do this for every
move evaluation. Instead, a good and quick cost estimate of the new spanning tree is
desired, as described below.

Constructive move estimate. A simple cost estimate suffices for a constructive move
by linking the added Steiner node to its closest Steiner node in the tree. This increases
the cost of the spanning tree by adding one new edge.

Destructive move estimate. The destructive move estimate becomes more complex,
since dropping a Steiner node may deform the spanning tree. We use a candidate list
strategy to restrict attention to destructive moves involving only those Steiner nodes
whose degree does not exceed three in the current spanning tree. Then a new spanning
tree can be quickly formed for these three cases by simply connecting the broken parts
in the cheapest way. Once again, these estimates provide a quick approximation of
the optimal cost of the new spanning tree.

Swap move estimate. The swap move estimate makes use of both the destructive and
constructive move estimates. This can be done by first calculating the cost of a
destructive move that drops a node, and then adjusting the cost by considering a
constructive move that adds a node to the newly formed spanning tree.

The approximations used for move evaluation raise the issue of error correction.
The error — that is, the difference between the estimated and true cost of a minimum
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spanning tree — can be readily corrected by applying a minimum spanning tree algo-
rithm to potentially reconnect the current active Steiner node set. This correction
process is conducted when the estimated cost discloses that a “new best” solution is
found and also when the accumulation of “estimated” moves exceeds a pre-defined
number. In addition, we manipulate a priority queue that includes a selected number
of elite solutions encountered so far during the search. The priority queue is ordered
by the estimated costs of its component solutions. Error correction is then periodi-
cally performed on each element in this queue, attempting to find better solutions by
correcting the promising estimated solutions.

2.2. TABU SEARCH MEMORY

Tabu search employs memory structures to guide the search. The short-term
memory operates by imposing restrictions on the composition of new solutions
generated (typically expressed as a restriction on attributes of these solutions). For
elementary moves, we impose restrictions that ensure a move cannot be “reversed”
for a specific number of iterations. For swap moves, we impose the tabu restrictions
on moves in both directions that prevent both the partial (destructive and constructive)
moves to be reversed. Such a restrictive mechanism prevents the search from revisiting
a local optimum in the short term and greatly diminishes the chance of cycling in the
long term. We use a simple aspiration criterion that allows the tabu restriction to be
overridden if the outcome of the move would lead to a new best solution.

The long-term TS memory we employ makes use of a frequency-based memory
structure to achieve a diversification effect, encouraging moves that occurred less
frequently in search history. A transition measure is used to record the number of times
each Steiner node changes from an active status to an inactive status or vice versa.
This transition measure is then normalized to lie in the interval [0,1] by dividing
the maximum of the frequencies. This normalized value is then linearly scaled by a
selected constant to create a penalty term. The penalty term is added to the corre-
sponding move evaluation so that the frequency factor is taken into account in the
move selection procedure.

2.3.  PROBABILISTIC MOVE SELECTION

Recall that we refine the candidate list and create the move evaluation based
on a cost approximation. Thus, the move evaluation is contaminated by a form of
noise, so that a “best evaluation” does not necessarily correspond to a “best move”.
The move selection approach of probabilistic tabu search (Glover [1], Glover and
Lgkketangen [4]) provides an effective way to handle this noise. The fundamental
idea is simply to translate tabu restrictions and aspirations into penalties and induce-
ments that modify the standard evaluations, and then to map these modified evaluations
into probabilities that are strongly biased to favor the highest evaluations. The details
of the probabilistic move selection is presented as follows.
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Step 1: Generate the candidate list and evaluate the moves of this list, assigning
penalties to moves that are tabu.

Step 2: Take the move from the candidate list with the highest evaluation. If the
move satisfies the aspiration criterion, accept it and exit;
Otherwise, continue to step 3.

Step 3: Accept the move with probability p and exit;
Or reject the move with probability 1 — p, go to step 4.

Step 4: Remove the move from the candidate list.
If the list is now empty, accept the first move of the original candidate list
and exit. Otherwise, go to step 2.

3. Computational results

We briefly report the computational outcomes of our heuristic (denoted as
TSLP) with one parameter pass for four sets of test problems. Interested readers can
refer to Xu et al. [9] for more details. The first set consists of twenty-three problems,
which are generated randomly from distributions whose parameters are selected to
create the most difficult problem instances from a computational standpoint (see Lee
et al. [7]). These are small-size problems (no more than 100 nodes), where the optimal
solutions can be obtained by the existing exact method described in [7]. The second
set consists of fifty confidential small-size problems (Iess than 100 nodes), whose data
are drawn from a real-world application. Again, the optimal solutions of these prob-
lems are available. The last two sets are larger problems that are beyond the capability
of the exact method to solve. More specifically, the nineteen problems in the third set
are generated to contain from 200 nodes to 600 nodes using the same generator as for
the first set. The last set is designed to create much more difficult instances than
randomly generated problems, by using a specific network structure: all nodes are
generated on a grid graph (see [7-9]). This set contains eighteen problems from 100
nodes up to 900 nodes.

In addition to the exact method that yields the optimal solutions for the first
two sets, we compare our results against a local search (LS) approach for the STS
problem described in Lee et al. [7]. The LS procedure was identified as the best
heuristic approach of that study. Moreover, for large problem sets, we have extended
the LS method to include the influence of probabilistic tabu search, also without using
TS memory, so that the decisions are based solely on the LS choice criteria. We denote
this latter method by LS-PTS. We allow LS-PTS to run approximately the same times
as its TS counterpart, so our TS algorithm can be fairly compared to LS-PTS.

The computational results on the first test set are included in table 1, where m
and n denote the number of target nodes and Steiner nodes, respectively. It discloses
that the LS heuristic, unaided by tabu search, is indeed quite good for these small
problems. In twenty-three test problems, LS finds thirteen optimal solutions and finds
solutions relatively close to the optimum (within 3.08%) in the remaining ten cases.
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Table 1

Computational results on small-size random problems.

Problem Exact LS TSPL
(mxn) Cost CPU (s) Cost CPU (s) Cost CPU (s)
(50 x 10) 15019 1 15010 1 15010 1
(100 x 10) 23603 3 23603 2 23603 2
(150 x 10) 37526 10 37526 9 37526 3
(50 x 20) 11562 13 11570 1 11562 2
(100 x 20) 18815 31 18815 6 18815 4
(150 x 20) 28240 26 28240 19 28240 7
(50 x 30) 9965 43 9965 1 9965 4
(100 x 30) 18702 109 18702 9 18702 8
(150 x 30) 25026 442 25026 30 25026 14
(50 x 40) 11083 508 11092 1 11083 6
(100 x 40) 17738 139 17809 12 17738 13
(150 x 40) 23781 570 23781 41 23781 24
(50 x 50) 10549 521 10563 2 10549 9
(100 x 50) 16703 493 16703 16 16703 20
(150 x 50) 23428 441 23428 55 23428 34
(50 x 60) 9692 448 9692 2 9692 14
(100 x 60) 15988 2216 16024 24 15988 32
(150 x 60) 21893 1349 21908 86 21893 55
(50 x 70) 9969 5185 10065 3 9969 2%
(100 x 70) 15456 6277 15462 23 15456 55
(150 x 70) 22204 20512 22223 73 22204 95
(20 x 80) 4812 2261 4960 1 4812 22
(10 x 90) 3435 4759 3435 1 3435 25

The tabu search procedure TSLP takes about 10% more CPU time, but succeeds in
finding optimal solutions to all twenty-three problems. The TSLP is also about two
orders of magnitude faster than the exact method, requiring 1.02% of total CPU time.
The fifty real-world problems in the second set, also moderately small, are even easier
to solve. LS fails to find optimal solutions in two cases, and again TSLP finds optimal
solutions in all cases.

The experiments on the two larger problem sets (as shown in tables 2 and 3,
respectively) are interesting. The twenty-one randomly generated problems in table 2
again seem relatively easy for all heuristics. The average improvement of TSLP over
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Table 2

Computational results on large-size random problems.

Problem LS LS-PTS TSPL

(m % n) Cost CPU(s) Cost CPU(s)  Cost  CPU (s)
(100 x 100) 16166 77 16166 271 16166 297
(150X 100) 19593 277 19593 912 19593 478
(200x 100) 25262 615 25263 2037 25102 764
(125x125) 16307 213 16307 673 16307 911
(175x125) 21002 546 20043 1580 20878 1346
(125x125) 25764 1079 25765 3203 25706 2025
(150 x 150) 19056 391 19056 1330 19056 2005
(200 x 150) 24547 945 24472 3005 24358 3077
(250x 150) 28250 1922 28251 6494 28248 4536
(175x175) 20957 748 20945 2818 20908 4410
(225x175) 25091 1653 25091 4744 25003 6353
Q75%x 175 27699 1413 27700 8507 27672 8621
(200X 200) 24252 817 24258 4106 24197 6605
(250x200) 26218 1452 26219 9617 26122 9425
(300x200) 30045 2503 30046 17245 29878 12363
(250x 250) 25727 1569 25727 12950 25565 15320
(300x 250) 29456 1343 20457 20927 29310 16816
(350x250) 32858 4812 32857 35470 32664 22333
(100x300) 13201 129 13144 1030 13120 6141
(200 300) 21450 914 21359 7844 21238 13690
(300 300) 28728 4104 28738 25529 28703 22413

Sum 501638 27522 501357 170292 499794 159929

LS is 0.29%. The probabilistic TS enhancement of LS, denoted LS-PTS, outperforms
LS, although the percentage difference in improvement is likewise small. TSLP is the
clear winner, outperforming LS-PTS in eighteen cases and tying in the remaining three
problems. '

Notably, the performance gap is much greater for the nineteen difficult grid
graph problems in table 3. Here, LS-PTS moves farther ahead of LS, but most signifi-
cantly, TSLP outperforms LS-PTS in all cases and the average improvement of TSLP
over LS-PTS is 29.78%. These outcomes show that our TS heuristic is very effective
for the STS problems, especially for the difficult problems that contain special struc-
tures. Our experiments verify the potential of tabu search as a robust, practical tool
for telecommunications network design. '
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Table 3
Results on problems on grid graphs.
Problem TSPL LS-PTS/TSPL
(mxn) Cost CPU (s) Cost (%)  CPU (%)
(50 x50) 50712 10 114.10 72.00
(100 x 125) 108811 607 215.74 50.54
(125 x 100) 52007 276 101.71 95.22
(100 x 300) 60761 5658 171.16 37.39
(150 x 250) 155084 5327 139.75 85.95
(200 x 200) 277280 4152 143.69 86.37
(250 x 150) 265057 2363 107.75 69.33
(300 x 100) 549320 437 100.88 296.56
(125 x 500) 151826 16663 194.21 45.48
(225 x 400) 246738 21518 214.03 49.15
(325 x 300) 564175 15541 140.13 71.76
(425 x 200) 795424 6392 197.22 230.78
(175 x 450) 194861 20268 182.89 54.56
(275 x 350) 346990 19329 136.52 50.87
(375 x 250) 202440 11622 107.55 105.47
(475 x 150) 2067345 3334 101.05 352.95
(400 x 500) 722164 59435 153.43 81.31
(500 x 400) 590031 32314 132.37 175.23
(450 x 450) 634251 40724 141.42 102.92
Average 422909.32 13998.42 142.40 111.25
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