CORPORATE FINANCE:

AN INTRODUCTORY COURSE

DISCUSSION NOTES

MODULE #12

RISK AND RETURN: THE ARBITRAGE PRICING MODEL (APM or APT)
I.  A Brief Review of Module #10:
Recall the equation for the Capital Asset Pricing Model (CAPM). 

E(rj) = rf + (E(rm) - rf)βj.

· Do you have the intuition of what this equation represents?  [It represents the relationship between the expected return on an asset, asset j here, and its risk.  Diversification implies that the risk reflected here is only the systematic risk of the asset, βj in the CAPM.]
· Do you understand why CAPM is called a "pricing model?"  [Think of expected return as a price, e.g., the interest rate is the price of money.]  

· Do you understand why the second term on the right-hand side, (E(rm) - rf)βj, is called the "risk premium" for the security or portfolio under investigation?  [It is the additional compensation for risk, or the “premium,” over and above the risk free return.  The risk free return only compensates you for the “time value” of money; no compensation is included in it for risk since, by definition, this is the risk free rate.]  

· Do you understand what the βj represents and how it can be estimated? [Beta is the measure of systematic risk for an individual asset in the CAPM.  We will have a lot more to say about beta in the notes that follow.]

According to Capital Market Theory, the Theory used to develop the CAPM, in equilibrium the expected returns on all assets can be plotted as a function of their systematic risk, .  The resulting relationship is a line that has been named the Security Market Line, or SML.  Recall that in an equilibrium situation no pressure exists for an asset’s price to change.  Therefore, its expected return, E(r), will not change in equilibrium.

If an asset’s fails to lie on the SML, a disequilibrium (pressure to change) condition exists; therefore, an arbitrage opportunity exists.  How should the astute investor capitalize on this arbitrage situation?

· Astute investors will buy assets that are underpriced, their expected returns are too high (they plot above the SML).  

· Astute investors will sell (or short sell) assets that are overpriced, their expected returns are too low (they plot below the SML).  

In this collective process of buying and selling mispriced assets, investors will earn "abnormal or excess returns" on the transactions when the assets’ prices return to equilibrium, i.e., their returns resume their appropriate place on the SML.  

In other words, by identifying assets that are under- and overpriced, and buying or selling these assets, the investor will earn more than the E(r) that is commensurate with the risk of the asset.  This buying or selling pressure will move the price, and therefore the E(r), back toward the SML.  Eventually, equilibrium will be restored.  In a highly competitive market, we expect this disequilibrium, or arbitrage, situation to be corrected very quickly.

Note that in the CAPM the expected return on the asset, E(r), is determined by the risk-free rate, rf, and a single factor to adjust for the risk of the security or portfolio.  Accordingly, the CAPM is often referred to as a single-factor model.

In the CAPM, [E(rm) - rf] is the market price for one unit of risk.  The Market Portfolio has one unit of risk, or a  of 1.0.  Therefore, [E(rm) - rf] is the risk premium for the Market Portfolio.  For assets with less than or more than one unit of  risk, we multiply their number of units of risk, or their β, times this market price for one unit of risk.  Hereafter, let's refer to the risk premium factor in the CAPM as the "market factor."  

II.   An Alternative to the CAPM:
If investors demand to be compensated with higher expected returns for common factors other than the market factor, we can expand the CAPM into a multi-factor model.  A multi-factor model approach is at the heart of what is labeled the Arbitrage Pricing Model (APM).  The APM is derived from Arbitrage Pricing Theory (APT).  This expanded model is the topic of Chapter 11.  However, before we jump into the APM, let's develop some background information.

III.   The Market:
The "market" might be visualized as one huge investor who has the resources to set security prices through buying and selling activities with literally millions of small investors.  In reality, market prices are set by the collective buying and selling activities of both individuals and institutions, large and small.  Outstanding securities trade in the "secondary" market.  The New York Stock Exchange is an example of a secondary market.  In addition, the supply of securities is affected by corporations and government entities selling new securities in the "primary" market.  These new securities generally are marketed by investment bankers who sell directly to their customers.  Thereafter, newly issued securities trade in the secondary market.  

This aggregated buying and selling activity determines prices of securities through the interaction of supply and demand forces.  However, the market works as though one huge investor forms expectations on future cash flows and risks and determines security prices accordingly.  Therefore, when we refer to the market, we are referring to the trading activity and the mechanisms through which prices are determined.  Prices are determined though a "consensus" opinion by participants on the value of future cash flows and the risk of those cash flows.

Why do security prices (and therefore expected returns) change?  Price changes occur for one or both of two reasons:

· Expectations for future cash flows change, or

· Required returns change.

It is useful to think about these changes using the perpetuity model, or 

P0 = CF/r, 

where P0 is the price of a security today (t = 0), CF is the perpetual cash flow received from a security, and r is the required return on the security.  Recall that r = rf + Θ, where Θ is the risk premium.

Why might the expectations for future cash flows change?  New competitors enter a firm's market.  Tariff changes affect the demand for a firm's product.  A patent is approved for a new invention.  New information is released concerning the firm’s productivity.

Why might required returns change?  The risk-free rate might change.  For example, if inflation is expected to increase, risk-free rates will rise.  Required returns might also change if a firm's required risk premium changes.  For instance, suppose Quaker Oats announces that it is going to diversify into the perfume business, an activity about which it presumably knows nothing.  We would not expect the market to have the same required risk premium for the new business as it had for the original business.

The material in Chapter 11 relates to required returns.  We will talk more about changes in cash flows in subsequent chapters.

The market anticipates the future with respect to cash flows and risk to a certain degree.  For instance, the market may have an opinion on IBM's next quarterly earnings report.  The market will have an opinion on what actions the FED will take this week that will influence interest rates.  Given the enormous amount of money at stake, it is not surprising that many smart and well-endowed individuals and institutions, with vast data bases, “real-time” communication channels, sophisticated analytic models, and powerful computing resources are attempting to predict the future and, accordingly, form estimates of the “intrinsic values” of securities.  Think of the “intrinsic value” of a security as its “true value” as if all information was known about future cash flows and risk relevant to the security.  To the smartest and the fastest players that anticipate changes first go the largest rewards.  The resources dedicated to these pursuits make the U.S. capital markets the most competitive and efficient in the world.  (For now, define an efficient market as one in which all information is reflected in a security's price.  We'll have a lot more to say about this in Chapter 13.)

IV.   Announcements and Information:
To the degree that the market's expectations are realized, e.g., IBM's earnings were as expected, the market perfectly anticipated the announcement.  Therefore, when IBM releases its earnings, the market will "yawn."  We would not expect IBM's stock or bond prices to change because of an announcement that was anticipated.  The market is said to have "discounted" the announcement in advance, i.e., the expected and realized level of earnings had already been incorporated in the prices of IBM's securities.  Such announcements can hardly be labeled as "news."  They contain no new information.  Some announcements might be easy to predict in advance; other announcements may be impossible to predict in advance.  Many announcements are partially anticipated, but with large uncertainty as to the actual content.

Announcements that were not, or could not, be accurately anticipated contain real "news," i.e., they totally surprise the market.  An example may be a plane crash that kills the president of a firm.  Other announcements deviate to some degree from expectations.  These announcements also contain an element of "news."  For example, IBM's expected dividend increase may be $0.50 per share but it turns out to be $0.75.  In advance of the announcement, the market would have adjusted IBM's stock price for the expected $0.50 announcement; the price will jump at the announcement of $0.75, but only to adjust to the surprise part of the announcement, or the $0.25 difference.  

Some announcements are firm specific, i.e., the death of the company president.  Other announcements affect a large number of firms, i.e., the level of actual and expected inflation levels, the situation in the Middle East, trade relations with significant foreign trading partners, etc. 

In summary, an announcement may contain two parts: 

· An anticipated portion, and 

· An unanticipated (surprise) portion.  

Once again, to the extent anticipated events are actually realized the announcement is not really "news."  The announcement simply confirms what had been anticipated.  Anticipated events are "priced out" (reflected in the security’s price or already discounted) in advance of announcements.

However, if IBM's dividend announcement were higher or lower than anticipated (it contained an unanticipated portion) we would expect IBM's price to rise or fall.  The unanticipated portion of the announcement is a "surprise" and is, accordingly, "news."  Once again, information is only the surprise part of an announcement.  Prices will change on the release of news that affects a security.

(Sorry to be so redundant, but these points are critical to understanding Chapter 11!)

Risk relates to surprises.  If what is expected to happen actually happens, and you can rely on expectations to equal outcomes, then no risk exists.  Future events are perfectly anticipated.  Now, let's see how this discussion relates to the pricing of securities.

V.  A Multi-Factor Model:
What if investors demanded compensation via extra returns for factors other than the market factor (the CAPM)?  For instance, what if investors required expected returns based upon: 

· The market factor, (E(rm) - rf), 

· The expected oil price level, 

· The Gross Domestic Product (GDP) and,

· The inflation rate.  

Therefore, in this example, four risk factors are being considered by investors in setting prices in the marketplace.  While all four factors, in general, affect returns on all securities, these factors affect the required returns on different securities in different ways.  Some securities are more sensitive to some factors than are other securities.  For instance, we'd expect Texaco's stock price to be more sensitive to oil price changes than Nordstroms’s stock price.

The expected level of these factors will be reflected in the expected return of a security or portfolio.  However, the deviations from the expected levels that actually occur represent the significant risks of securities or portfolios.  

Let's call these deviations (surprises) of actual-from-expected factor levels F1 through F4, where,

F1 = the market factor, or the realized level of F1 less the expected level F1,

F2 = the oil price factor, or the realized level of F2 less the expected level F2,

F3 = the GDP factor, or the realized level of F3 less the expected level F3, and

F4 = the inflation factor, or the realized level of F4 less the expected level F4.

Under this model for returns, the actual return, r, will equal the expected return, E(r), plus two categories of surprises:

· Surprises that occur when actual factor levels deviate from expected factor levels, and

· Surprises that occur when some company specific news is released.

Using this model, we can write realized returns as

ri = E(ri) + β1F1 + β2F2 + β3F3 + β4F4 + εi,

where,

· ri is the realized return on security i, 

· E(ri) is the expected return on i, 

· the F's are the factors defined above, 

· the β's are the sensitivities of security i to the four economic factors, and 

· εi is the company unique or specific surprise for security i.  The εi risk is often referred to as idiosyncratic risk (unique, security specific, or unsystematic risk).  

The expected values for F1 through F4 and ε are, of course, zero.  By definition, surprises are not expected.  If security i has no sensitivity to a factor, say F3, then β3 equals 0.00 for this security.

In words (sort of), 

      F

ri = E(ri) + (market factor surprises * security i’s sensitivity to the factors) + 

    f = 1

       (security i specific surprises),  where

F equals the number of factors that affect security prices – four in this example.

Accordingly, the significant risk of a security comes from the surprise factors, both the surprise changes in the underlying factor levels that affect all (most) securities and the surprises unique to a particular security.

What types of surprises might relate to an individual security but would not affect the market as a whole?

· The company is granted patent protection on a new, hot product,

· The company experiences an unexpected labor strike,

· The company's primary production facility burns down,

· The company's brilliant R&D scientist has a heart attack and dies,

· The company's primary competition is shut down because of severe EPA violations.

What other company specific surprises can you think of?

When we move to a multi-factor model, the graphics occupy “F” space.  This makes things hard to draw but the ideas remain the same.

Example:

Let's illustrate how the above model works with the simplest possible case, a one-factor model for security j.  Assume that the only relevant factor is the market factor.  You'll recognize this case as the CAPM.

E(rj) = expected return = rf + (E(rm) - rf)βj .  

rj = actual return = expected return + surprise return.

rj = E(rj) + (rm - E(rm))βj + εj.

rj = rf + (E(rm) - rf)βj + (rm - E(rm))βj + εj.

Let's assume:

E(rm) =  0.14 = the expected return on the Market Portfolio,

rm      =  0.16 = the actual return on the Market Portfolio,

rf       =  0.06 = the expected and actual return on the risk-free asset,

βj      =  1.20 = the expected and actual sensitivity of security j to the market, and 

εj      = -0.01 = the unexpected security specific news for security j.

rj = 0.06 + (0.14 - 0.06)(1.20) + (0.16 - 0.14)(1.20) + (-0.01)

   = 0.06 + 0.096 + 0.024 - 0.01 = 0.17.

The expected component of this actual return is 0.156 (or 0.06 + 0.096).  The surprise part of the return is 0.014 (or 0.024 - 0.01).  The surprise consists of a better than expected return on the market multiplied by security j's sensitivity to the market (a pleasant surprise) plus the firm specific surprise for security j (an unpleasant surprise). 

We could easily expand our example to include more than the market factor.  The flexibility of the APT is that it allows for the introduction of additional factors.  However, this example is simply trying to convey the intuition of what "real" risk represents.

VI.   Systematic and Unsystematic Risks Revisited:

Drawing upon your background from Chapter 10, it should be no surprise that the security specific unexpected news has an expected value of zero and a covariance of zero with other security specific news items for other securities in the market.  Given these properties, the security specific risk, or idiosyncratic risk, can easily be diversified away in a reasonably sized portfolio.  However, the other factors are common to all securities in the market in varying degrees of sensitivity.  These factors pervade the market; all security returns, more or less, are influenced by these factors.

Therefore, in a multi-factor model we see the same decline in total risk, σ2p, as a function of portfolio size as we saw in the CAPM (single-factor) development, or

σp = Total Risk = Systematic Risk + Unsystematic Risk

VII.   The APT versus the CAPM:
The CAPM and the APT are alternative models that relate E(r) to risk.  Both have certain advantages and disadvantages.

In the CAPM, a single-factor model, the correlation between securities occurs because they are jointly correlated with the market.  However, movements in the market return, per se', do not "cause" movements in the security's return.  While market movements are correlated with movements in security returns, changes in security returns and in the market returns are caused by the underlying economic factors.  Remember, correlation does not imply causation.  These "causal factors" are not specified in CAPM.

In the APT, an attempt is made to specify the underlying factors in the economy that do directly affect security returns.  Again, because several factors might be related to security returns, the APM often is called a multi-factor model.  Correlations between securities occur when securities are affected by the same factor or factors.

Both the CAPM and the APT imply a positive and linear relationship between expected return and risk.  The APT simply allows for more factors to be at the root of this total risk.

Since the APT can incorporate multiple factors, i.e., it is a "richer" model.  This model has the "potential" to measure E(r) more accurately than the CAPM.  Again, however, note that the CAPM is a subset of the APT, a single factor version.

Having made this observation, we note that APT does not specify which economic factors are related to E(r).  It is a plausible description of the world, but requires further description of what constitutes the factors or a statistical identification of what each security’s factor sensitivity is and what is the premium associated with a statistically identified factor before it can be completely useful.

To the best of my knowledge, the APT is not currently in wide-spread use in the "real world" however recent high profile research has hastened its adaptation.  To be completely true to the theory we must acknowledge that we do not know what the economic factors are nor do we know the sensitivity of individual securities to these factors.  New work has identified some proxies that make the APT much more useful and more accepted.  This has caused its adoption by some of the more sophisticated corporations in their decision-making processes.

In contrast, the less sophisticated CAPM is theoretically based on the existence of an efficient set of risky portfolios plus the risk-free asset.  While the assumptions that underlie the derivation of the CAPM may seem unrealistic and its empirical fit with the data can never match that of the APT, the CAPM has achieved a considerable (almost universal) impact on "real world" decision-making.  We have more on the use of CAPM in the next module.

� This lecture module is designed to complement Chapter 13 in B&D.
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